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Look across the room right now and notice the objects you see. If  
you are looking out a window, maybe you see some trees or bushes, 
perhaps a bicycle or car, a person walking or a group of children 

playing.

What you’ve just done, cognitively speaking, is an amazing achievement: 
You’ve taken sensory input and interpreted it meaningfully, in a process known 
as perception. In other words, you have perceived patterns, objects, people, 
and possibly events in your world. You may not consider this achievement at all 
remarkable—after all, you do it every day. However, computer scientists trying 
to create artificially intelligent systems have discovered just how complicated 
the process of perception is. Neuroscientists have estimated that the areas of 
our brain responsible for visual processing occupy up to half of the total cortex 
space (Tarr, 2000).

The central problem of perception is explaining how we attach meaning to the sen-
sory information we receive. In the example just given, you received and somehow 
interpreted a great deal of sensory information: You “saw” certain objects as trees, 
people, and so forth. You recognized certain objects—that is, saw them as things 
you had seen before. The question for cognitive psychologists is how we manage to 
accomplish these feats so rapidly and (usually) without error.



s

The vast topic of perception can be subdivided into visual 
perception, auditory perception, olfactory perception, 
haptic (touch) perception, and gustatory (taste) percep-
tion. For the purposes of this chapter, we will concentrate 
on visual and auditory perception—in part to keep our 
discussion manageable and in part because those two 
are the kinds of perception psychologists study most. 
From time to time, however, we will also look at examples 
of other kinds of perception to illustrate different points.

Notice that when you look at an object, you acquire 
specific bits of information about it, including its loca-
tion, shape, texture, size, and (for familiar objects) 
name. Some psychologists—namely, those working 
in the tradition of James Gibson (1979)—would argue 
that you also immediately acquire information about 
the object’s function. Cognitive psychologists seek to 
describe how people acquire such information and 
what they then do to process it.

Several related questions suggest themselves. How 
much of the information we acquire through perception 
draws on past learning? How much of our perception 
do we infer, and how much do we receive directly? 
What specific cognitive processes enable us to perceive 
objects (and events, and states, and so on)? Where can 
the line be drawn between perception and sensation, 
which is the initial reception of information in a specific 
sensory modality—vision, hearing, olfaction? Where 
can the line be drawn between perception and other 
kinds of cognition, such as reasoning or categorization? 

Clearly, even defining perception so as to answer these 
questions is a challenge.

For the present, we will adopt what might be called the 
“classic” approach to defining perception. Figure 3.1 
illustrates this approach for visual perception. Out in the 
real world are objects and events—things to be per-
ceived—such as this book or, as in my earlier example, 
trees and shrubs. Each such object is a distal stimulus. 
For a living organism to process information about these 
stimuli, it must first receive the information through one 
or more sensory systems—in this example, the visual 
system. The reception of information and its registration 
by a sense organ make up the proximal stimulus. In our 
earlier example, light waves reflect from the trees and 
cars to your eyes, in particular to a surface at the back 
of each eye known as the retina. There, an image of the 
trees and cars, called the retinal image, is formed. This 
image is two-dimensional, and its size depends on your 
distance from the window and the objects beyond (the 
closer you are, the larger the image). In addition, the 
image is upside down and is reversed with respect to left 
and right.

The meaningful interpretation of the proximal 
stimulus is the percept—your interpretation that the 
stimuli are trees, cars, people, and so forth. From the 
upside-down, backward, two-dimensional image, you 
quickly (almost instantaneously) “see” a set of objects 
you recognize. You also “recognize” that, say, the 
giant oak tree is closer to you than are the lilac shrubs, 
which appear to recede in depth away from you. This 

 Figure 3.1: Distal stimuli, proximal stimuli, and percepts.

Percept (recognition 
of object as a book)

Proximal stimulus 
(retinal image of book)

Distal stimulus 
(book)
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GESTALT APPROACHES TO PERCEPTION ................................................

When stimuli occur close to one another in space and in time, they may group 
perceptually into coherent, salient patterns or wholes. Such Gestalts, as they are 
called, abound in our perceptual world, as when leaves and branches cluster into trees, 
and when trees merge into forests; when eyes, ears, noses and mouths configure into 
faces; when musical notes coalesce into chords and melodies; and when countless 
dots or pixels blend into a photograph.

The resulting wholes may have properties their component parts lack, such as 
the identity or expression on a face that is unrecognizable from any one part, or 
the key in which a melody is played that cannot be deduced from any single note. 
Understanding how parts combine into perceptual wholes was recognized as a 
central challenge in perceptual theory nearly 100 years ago . . .

—Pomerantz & Portillo, 2011, p. 1331

One of the most important aspects of visual perception has to do with how we interpret 
stimulus arrays as consisting of objects and backgrounds. Consider, for instance, 
Figure 3.2. This stimulus pattern can be seen in two distinct ways: as a landscape 
with two people standing in the lower right or as a baby framed by black lines. 
This segregation of the whole display into objects (also called the figure) and the 
background (also called the ground) is an important process known to cognitive 
psychologists as figure-ground organization.

information is not part of the proximal stimulus; some-
how, you must interpret the proximal stimulus to know 
this information.

Although researchers studying perception disagree about 
much, they agree that percepts are not the same things 
as proximal stimuli. Consider a simple demonstration of 
size constancy. Extend your arm away from your body 
and look at the back of your hand. Now, keeping the back 
of your hand facing you, slowly bring it toward you a few 
inches, then away from you. Does your hand seem to be 
changing size as it moves? Probably not, although the 
size of the hand in the retinal image is most certainly 
changing. The point here is that perception involves 
something other than the formation of retinal images.

Related to perception is a process called pattern 
recognition. This is the recognition of a particular object, 
event, and so on, as belonging to a class of objects, 
events, and so on. Your recognition of the object you 
are looking at as belonging to the class of things called 
“shrubs” is an instance of pattern recognition. Because 
the formation of most percepts involves some clas-
sification and recognition, most, if not all, instances of 
perception involve pattern recognition.

We will begin by considering proposals from the Gestalt 
school of psychology that perception involves the 
segmentation, or “parsing,” of visual stimuli into objects 
and backgrounds (and just how complicated this seem-
ingly easy process is). We will then turn to examine 
some (mostly) bottom-up models of perception. Then 
we will examine phenomena that have led many 
cognitive psychologists to argue that some top-down 
processes must occur in interaction with bottom-up 
processing. We will examine some neurological findings 
pertaining to object perception and will also consider a 
connectionist model of word perception.

We will also review a very different view: work inspired 
by J. J. Gibson (1979) on “direct perception.” Gibson’s 
view departs from most other theories of perception in 
that he claims perceivers actually do little “processing” 
of information, either bottom-up or top-down. Instead, 
he believes the information available in the world is suf-
ficiently rich that all the perceiver needs to do is detect 
or “pick up on” that information. We will conclude by 
looking at some neuropsychological work on patients 
who have an inability to perceive (but have intact visual 
abilities) to illustrate just what the process of perception 
is all about.



 Figure 3.3: Salvador Dali, The Slave Market With Disappearing Bust of Voltaire. The two nuns standing in the archway at 
left-center reverse to form a bust of Voltaire. The painting exploits the reversible figures phenomenon.

 Figure 3.2: Find the baby in the branches of this tree. This is a 
clever, modern illustration of a reversible figure: When you see the 
“baby,” the branches become background; when you see the tree 
and people, the “baby” disappears into the background.

Reversible figures aren’t just for perceptual psychologists, 
either! The artist Salvador Dali exploits the existence 
of reversible figures in his work The Slave Market With 
Disappearing Bust of Voltaire, shown in Figure 3.3.

The segregation of figure from ground has many 
consequences. The part of the display seen as figure 
is seen as having a definite shape, as being some sort 
of “thing,” and is better remembered than the part 
of the display interpreted as ground, which is seen as 
more shapeless, less formed, and farther away in space 
(Brown & Deffenbacher, 1979). Form perception is a 
cognitive task most of us perform quickly and easily 
and thus take for granted. We assume, intuitively, that 
we perceive objects and backgrounds because there 
really are objects and backgrounds and all we do is 
see them.
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But consider Figure 3.4. Almost everyone sees this figure as consisting of two triangles, 
overlaid so as to form a six-pointed star. The corners of the top triangle are typically 
seen as resting on three colored circles. Now look closely at the figure, in particular at 
the top triangle. Recall that a triangle is defined as a closed geometric figure that has 
three sides. Notice that in the figure itself there are no sides. There is only white space 
that you, the viewer, interpret as a triangle. You, the viewer, are somehow adding the 
three sides or contours.

Gregory (1972), who studied this phenomenon (called illusory or subjective contours), 
believes that this relatively complex display is subject to a simplifying interpretation 
the perceiver makes without even being aware of making it: A triangle is lying on 
top of other parts of the figure and blocking them from view. The point here is that 
this perception is not completely determined by the stimulus display; it requires the 
perceiver’s active participation.

A number of individuals in the early part of the 20th century—among them Max 
Wertheimer, Kurt Koffka, and Wolfgang Köhler—were deeply interested in how 
perceivers come to recognize objects or forms. As we saw in Chapter 1, these researchers, 
who formed the Gestalt school of psychology, were particularly concerned with how 

people apprehend whole objects, concepts, or units. The 
Gestalt psychologists believed that perceivers follow 
certain laws or principles of organization in coming to their 
interpretations. They asserted that the whole, or Gestalt, 
is not the same as the sum of its parts. To put it another 
way, Gestalt psychologists rejected the claim that we 
recognize objects by identifying individual features or 
parts; instead, we see and recognize each object or unit as 
a whole.

What are the Gestalt principles of perceptual organization 
that allow us to see these wholes? The complete list is 
too long to explore here (see Koffka, 1935), so we will 
examine only five major principles. The first is the 
principle of proximity, or nearness. Look at Figure 3.5(A). 
Notice that you tend to perceive this as a set of rows 
rather than as a set of columns. This is because the 
elements within rows are closer than the elements within 
columns. Following the principle of proximity, we group 
together things that are nearer to each other.

Figure 3.5(B) illustrates the principle of similarity. Notice 
that you perceive this display as formed in columns 
(rather than rows), grouping together those elements that 
are similar. 

A third principle, the principle of good continuation, depicted 
in Figure 3.5(C), states that we group together objects whose 
contours form a continuous straight or curved line. Thus we 
typically perceive Figure 3.5(C) as two intersecting curved 
lines and not as other logically possible elements, such as 
those shown in Figure 3.5(D).

(A) (B)

(D)(C)

(E) (F)

 Figure 3.5: Gestalt principles of perceptual organization: 
(A) the principle of proximity; (B) the principle of similarity; 
(C) and (D) the principle of good continuation; (E) the principle 
of closure; and (F) the principle of common fate.

 Figure 3.4: Subjective, or 
illusory, contours.
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We encounter the fourth principle, the principle of closure, when we look at subjective 
contours in Figure 3.4. Figure 3.5(E) illustrates this principle more exactly. Note that we 
perceive this display as a rectangle, mentally filling in the gap to see a closed, complete, 
whole figure. 

The fifth principle, the principle of common fate, is difficult to illustrate in a static 
drawing. The idea is that elements that move together will be grouped together, as 
depicted in Figure 3.5(F). You can construct a better demonstration of this principle 
yourself (Matlin, 1988). Take two pieces of transparent plastic (such as report covers 
cut in half). Glue some scraps of paper on each. Lay one sheet upside down on top of 
the other, and you will have a hard time telling which sheet of plastic any particular 
scrap is on. Now move one sheet, holding the other still. You will suddenly see two 
distinct groups of scraps.

Most of the Gestalt principles are subsumed under a more general law, the law of 
Prägnanz (Koffka, 1935). This law states that of all the possible ways of interpreting 
a display, we will tend to select the organization that yields the simplest and most 
stable shape or form. Thus, simple and symmetric forms are seen more easily 
than more complicated and asymmetric forms. This law may help to explain our 
experience of Figure 3.4 with subjective contours. Because the phantom “triangle” 
forms a simple, symmetric form, we “prefer” to interpret the pattern as if the 
triangle were there.

In recent work, psychologists James Pomerantz and Mary Portillo (2011) are trying 
to dig deeper into the principles underlying what makes a Gestalt. They focus on 
the property of emergence in perception—the idea that “qualitative differences . . . [in a 
percept] appear as parts are added, such that wholes take on properties that are novel, 
unpredictable, even surprising” (p. 1331).

To demonstrate the property of emergence, Pomerantz and Potillo (2011) use an 
odd-quadrant discrimination task, depicted in Figure 3.6. Consider the top leftmost box 
(called the base display) containing four letters. The task of the research participant 
is to identify the stimulus that differs from the other three. In this case, it is the letter 
B. The second box in the row presents a contextual stimulus (in this case, the letter 
C), that is added to each stimulus in the base display to produce the stimuli in the 
composite display (the top rightmost box). Experimenters compare the length of time 
it takes a participant to correctly identify the “odd” stimulus (e.g., the B in the base 
display or the BC in the composite display) in the base to the length of time it takes 
in the composite display.

Although there are many good reasons to predict it will take longer with the composite 
displays (e.g., more information to process, more stimuli to distract attention), with 
some specific stimuli—the opposite result occurs. That is, perception of the “odd 
stimulus out” is faster in the composite stimulus display than in the base stimulus 
display (this is called a configural superiority effect, or CSE). In fact, the second 
and fourth rows of Figure 3.6 yield just such a pattern; the odd stimulus seems to 
“pop” out more dramatically in the composite display than it does in the base display. 
Pomerantz and Potillo (2011) believe that CSEs demonstrate Gestalt grouping 
principles, but in such a way as to make the strength of different principles measureable 
and comparable.
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 Figure 3.6: The 

odd-quadrant discrimination 
task. Top row shows a 

schematic odd-quadrant 
discrimination task. 

Participants only see base 
and composite displays, not 

context alone. A, B, and C 
are symbols standing for any 

stimulus component. The 
same base stimuli produces 

configural superiority effects 
(CSEs) in rows 2 and 4 but not 
in rows 3 or 5. This shows that 
emergent features depend on 

the context added.
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Many researchers of visual perception consider the Gestalt principles fundamental 
(Tarr, 2000; van den Berg, Kubovy, & Shirillo, 2011). Investigators have demonstrated 
the use of some Gestalt principles by infants as young as 3 to 6 months (Quinn, 
Bhatt, Brush, Grimes, & Sharpnack, 2002). Moreover, fMRI studies of the 
visual cortex activity during perception of CSEs are beginning to show neural 
correlates of the Gestalt grouping principles in action (Kubilius, Wagemans, & Op 
de Beeck, 2011).

BOTTOM-UP PROCESSES .........................................................................

Psychologists studying perception distinguish between bottom-up and top-down 
processes. The term bottom-up (or data-driven) essentially means that the perceiver 
starts with small bits of information from the environment and combines them in various 
ways to form a percept. A bottom-up model of perception and pattern recognition 
might describe your seeing edges, rectangular and other shapes, and certain lighted 
regions and putting this information together to “conclude” you are seeing the scene 
outside your window. That is, you would form a perception from only the information 
in the distal stimulus.

In top-down (also called theory-driven or conceptually driven) processing, the perceiver’s 
expectations, theories, or concepts guide the selection and combination of the 
information in the pattern-recognition process. For example, a “top-down” description 
of the scene-outside-your-window example might go something like this: You knew you 
were in your dorm room and knew from past experience approximately how close to 
the window the various trees, shrubs, and other objects were. When you looked in that 
direction, you expected to see trees, shrubs, walkways with people on them, a street with 
cars going by, and so on. These expectations guided where you looked, what you looked 
at, and how you put the information together.

In this section, we will focus on bottom-up models. The idea here is that the system 
works in one direction, starting from the input and proceeding to a final interpretation. 
Whatever happens at a given point is unaffected by later processing; the system has no 
way of going back to an earlier point to make adjustments.

To picture bottom-up processing, imagine a row of students seated at desks. The 
student in the last seat of the row starts the process by writing a word on a piece of 
paper and handing the paper to the student in front of her. That student adds some 
information (maybe another word, maybe an illustration) and, in turn, hands the paper 
to the student in front of him, and so on, until the paper reaches the student at the front 
of the row. Students at the front of the row have no opportunity to ask students behind 
them for any clarification or additional information.

When psychologists speak of bottom-up perceptual processes, they typically 
have in mind something that takes information about a stimulus (by definition a 
“lower” level of processing) as input. Bottom-up processes are relatively uninfluenced 
by expectations or previous learning (the so-called higher-level processes). Posner 
and Raichle (1994) argue that bottom-up processes involve automatic, reflexive 
processing that takes place even when the perceiver is passively regarding the 
information. In this section, we will consider three distinct examples of bottom-up 
models of perception. 
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TEMPLATE MATCHING

Figure 3.7 shows a copy of a 
check. Notice the numbers 
at the bottom of the check. 
These numbers encode 
certain information about 
a checking account—the 
account number, the bank 
that manages it, and so 
forth. These numbers may 
look funny to you, but they 
wouldn’t look at all funny 
to machines known as check 
sorters, such as those the 
Federal Reserve banks use 
to sort checks and deliver 
them to the correct banks for 

payment. These machines “read” 
the numbers and compare them to 
previously stored patterns, called 
templates. The machines “decide” 
which number is represented by 
comparing the pattern to these 
templates, as shown in Figure 3.8. A 
tour of your local Federal Reserve 
bank would convince you that this 
system works most impressively.

You can think of a template as a 
kind of stencil—one of the art 
supplies you probably owned as 
a child. If you remember, those 
stencils let you trace as many 

copies as you wanted of the same thing. Templates work like stencils in reverse. An 
unknown incoming pattern is compared to all of the templates (stencils) on hand and 
identified by the template that best matches it.

As a model of perception, template matching works this way: Every object, event, or 
other stimulus that we encounter and want to derive meaning from is compared to 
some previously stored pattern, or template. The process of perception thus involves 
comparing incoming information to the templates we have stored and looking for a 
match. If a number of templates match or come close, we need to engage in further 
processing to sort out which template is most appropriate. Notice that this model 
implies that somewhere in our knowledge base we’ve stored millions of different 
templates—one for every distinct object or pattern we can recognize.

As may already be apparent to you, template-matching models cannot completely 
explain how perception works. First, for such a model to provide a complete explanation, 
we would need to have stored an impossibly large number of templates. Second, as 
technology develops and our experiences change, we become capable of recognizing 
new objects such as DVDs, laptop computers, and smartphones. Template-matching 
models thus have to explain how and when templates are created and how we keep track 
of an ever-growing number of templates.

PAY TO THE
ORDER OF

MEMO

DOLLARS

20

$

9000

99-0000/9999

 Figure 3.7: A sample bank check. Note the numbers at the bottom.

 Figure 3.8: Illustration of template matching. The input “4” is compared either serially 
or simultaneously with all of the available templates. The match to “4” is the best.
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 Figure 3.9: Handwriting samples.

A third problem is that people recognize many patterns as more or 
less the same thing, even when the stimulus patterns differ greatly. 
Figure 3.9 illustrates this point. I constructed this figure by having 
14 people write the sentence “Cognitive psychology rocks!” in 
their own handwriting. You can read each sentence despite the 
wide variation in the size, shape, orientation, and spacing of letters.

How can a template-matching model explain your recognition 
that all 14 people have written the “same” sentence? In everyday 
life, much of the stimulus information we perceive is far from 
regular, whether because of deliberate alteration, degradation, or 
an unfamiliar orientation (compare an overturned cup or bicycle 
with one that is right side up). Is a separate template needed for 
each variation? And how is the perceiver to know whether an object 
should be rotated or otherwise adjusted before she tries to match 
it to a template? Remember, matching information to templates 
is supposed to tell the perceiver what the object is. The perceiver 
can’t know ahead of time whether an input pattern should be 
adjusted before she tries to match it to different templates, because 
presumably the perceiver does not yet know what the object is!

So although some technology uses template matching, we probably 
don’t rely heavily on such a process in our everyday perception. 
Template matching works only with relatively clean stimuli 
when we know ahead of time what templates may be relevant. 
It does not adequately explain how we perceive as effectively as 
we typically do the “noisy” patterns and objects—blurred or faint 
letters, partially blocked objects, sounds against a background of 
other sounds—that we encounter every day.

FEATURAL ANALYSIS

As I write, I’m staring down at one of my dogs, curled up under the table. I’m able to 
recognize not only her but also certain parts of her: ears, muzzle, tail, back, paws, chest, 
and eyes to name just a few. Some psychologists believe such analysis of a whole into 
its parts underlies the basic processes used in perception. Instead of processing stimuli 
as whole units, we might instead break them down into their components, using our 
recognition of those parts to infer what the whole represents. The parts searched for 
and recognized are called features. Recognition of a whole object, in this model, thus 
depends on recognition of its features.

Such a model of perception—called featural analysis—fits nicely with some 
neurophysiologic evidence. Some studies of the retinas of frogs (Lettvin, Maturana, 
McCullogh, & Pitts, 1959) involved implanting microelectrodes in individual cells of 
the retina. Lettvin et al. found that specific kinds of stimuli could cause these cells to 
fire more frequently. Certain cells responded strongly to borders between light and 
dark and were called “edge detectors”—edge because they fired when stimulated by a 
visual boundary between light and dark, detectors because they indicated the presence 
of a certain type of visual stimulus. Others responded selectively to moving edges, and 
others, jokingly called “bug detectors,” responded most vigorously when a small, dark 
dot (much like an insect) moved across the field of vision. Hubel and Wiesel (1962, 
1968) later discovered fields in the visual cortexes of cats and monkeys that responded 
selectively to moving edges or contours in the visual field that had a particular 
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orientation. In other words, they found evidence of separate “horizontal-line detectors” 
and “vertical-line detectors,” as well as other distinct detectors.

How does this evidence support featural analysis? Certain detectors appear to 
scan input patterns, looking for a particular feature. If that feature is present, the 
detectors respond rapidly. If that feature is not present, the detectors do not respond 
as strongly. Each detector, then, appears designed to detect the presence of just one 
kind of feature in an input pattern. That such detectors exist, in the form of either 
retinal or cortical cells, confirms the applicability of the featural analysis model.

Irving Biederman (1987) 
proposes a theory of object 
perception that uses a type 
of featural analysis that is 
also consistent with some 
of the Gestalt principles 
of perceptual organization 
discussed earlier. Biederman 
suggests that when people 
view objects, they segment 

them into simple geometric 
components, called geons. 

Biederman posits a total of 36 such primitive components, some of which are pictured in 
Figure 3.10. From this base set of units, he believes, we can construct mental 
representations of a very large set of common objects. He makes an analogy between 
object and speech perception: From the 44 phonemes, or basic units of sound, in the 
English language, we can represent all the possible words in English (a number well 
into the hundreds of thousands). Likewise, Biederman argues, from the basic set of 36 
geons, we can represent the thousands of common objects we can quickly recognize.

As evidence for his theory (called “recognition by 
components”), Biederman offers Figure 3.11, a line drawing 
of a fictional object probably none of us has ever seen. 
Nonetheless, we would all show surprising agreement over 
what the “parts” of the unknown object are: a central “box,” 
a wavy thing at the lower left, a curved-handled thing on 
the lower right, and so on. Biederman believes the same 
perceptual processes we use to divide this unknown figure 
into parts are used for more familiar objects. We divide the 
whole into the parts, or geons (named for “geometrical ions”; 
Biederman, 1987, p. 118). We pay attention not just to what 
geons are present but also to the arrangement of geons. As 
Figure 3.12 shows, the same two geons combined in different 
ways can yield very different objects.

It is worth noting that not all perception researchers accept 
the notion of geons as fundamental units of object perception. 
Tarr and Bülthoff (1995), for example, present a complex but 
interesting competing proposal.

Other research has provided additional evidence of featural 
processing in perception. For example, flashing letters on a 

 Figure 3.10: Some examples of geons.

Geon

Geon

 Figure 3.11: A fictional object.



49Chapter 3: Perception: Recognizing Patterns and Objects

computer screen for very brief intervals 
of time typically results in certain 
predictable errors. For example, people 
are much more likely to confuse a G with 
a C than with an F. Presumably this is 
because the letters C and G share certain 
features such as a curved line and an 
opening to the right.

Studies by Neisser (1963) confirmed 
that people use features to recognize 
letters. Neisser had participants perform 
a visual search task in which researchers 
presented them with arrays of letters, such as 
those shown in Figure 3.13. The researchers 
asked them to respond if they detected the 
presence of a particular target, such as the 
letter Q or the letter Z. Shown an array such 
as Figure 3.13(A), participants took much 
longer to find a Z than they did to find a Q; 
the reverse was true for arrays similar to Figure 
3.13(B). The nontarget letters in array (A) all 
share features like straight and angular lines, 
whereas those in array (B) share features such as 
roundness. Similarity between the target letter (Z 
or Q) and the nontarget letters can make the search 
much harder.

Similar findings have been reported for auditory perception of syllables that share many 
articulatory features. For example, da and ta are more likely to be confused than are two 
syllables that share fewer similarities, such as da and sa (G. A. Miller & Nicely, 1955). 
Examples of articulatory features (for consonants) include voicing, or vibration of the vocal 
cords (b is voiced, for example, but p is not); nasality, whether the air is directed into the nasal 
passages (n) or not (l); duration, how long the (consonant) sound lasts (compare s with t); and 
place of articulation, where in the mouth the sound is formed (compare p and b, formed in 
the front; t and d, formed in the middle; and k and g, formed in the back).

In fact, work on speech perception has demonstrated repeatedly that humans use 
categorical perception when they interpret speech sounds (Samuel, 2011). That is, 
we home in on the acoustic features, such as voicing or place of articulation, and use 
those features to group sounds into distinct categories. Lisker and Abramson (1970) 
demonstrated this phenomenon. They used a computer to generate artificial speech 
sounds consisting of a bilabial stop consonant (which sounds like either a \b\ or a \p\ 
sound) followed by an “ah” sound. The \b\ and \p\ sounds have the same consonantal 
features and differ only in the feature voice onset time. (Voice onset time, or VOT, 
has to do with how quickly after the consonant sound is released the vocal folds begin 
to vibrate; negative values of VOT indicate the vocal cords begin to vibrate before the 
sound is released.) Lisker and Abramson varied the VOT, by computer, from –0.15 
second to +0.15 second, generating 31 syllables.

When they presented the syllables to listeners, the listeners “heard” only two sounds: a “ba” 
and a “pa.” Any syllable with a VOT of +0.03 second or less was heard as a “ba,” and any 
syllable with a VOT of more than +0.03 second was heard as a “pa.” Participants did not 

(A)

E I M V W X
X M Z W V I
V I E X W M
W V X Q I E 

(B)

C D G O R U
R D Q O C G
G R D C O U
D C U R Z G

 Figure 3.13: Visual search stimuli. Notice how long it takes to find a Z or a 
Q in (A) and (B).

 Figure 3.12: Different objects containing the same geons in different 
arrangements.
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report differences in the sounds of the syllables that were on the same side of the boundary. 
To them, a syllable with a VOT of –0.10 second was indistinguishable from a syllable with 
a VOT of –0.05 second. However, two syllables that were just as close in VOTs but fell on 
opposite sides of the boundary (such as 0.00 and +0.05) were identified by 100% of the 
participants as being different sounds: a “ba” sound and a “pa” sound, respectively.

Apparently, then, we pay attention to certain acoustic properties of speech (those that 
make a meaningful difference in our language) but ignore others. This might explain 
why we can understand the speech of a stranger (who speaks our language) quickly and 
effortlessly: We ignore the differences in his or her speech (pitch of voice, accent) that 
are not meaningful. Incidentally, categorical perception has also been demonstrated for 
some nonspeech sounds, such as tones, buzzes, and musical notes played on different 
instruments (Harnad, 1987). Moreover, studies of infants have shown that although 
very young infants can discriminate many, if not all, of the sound distinctions used in all 
the world’s languages, that ability begins to narrow to just the phonemes in the infant’s 
primary language when the infant is about 6 months of age (Eimas, 1985).

As a general model of perception, however, featural analysis models are not without 
problems. To begin with, there are at present no good definitions of what can be a feature 
and what cannot, except in very restricted domains, such as the perception of letters, the 
perception of line drawings of familiar objects, and the perception of speech. Consider the 
perception of a face. Are there general features for eyes, nose, and mouth? Are there specific 
features for right nostril, left eyebrow, and lower lip? Just how many features can there be? 
Do different kinds of objects have different sets of features? Then consider a vertical line. 
Although this feature is no doubt important for perceiving the letter A, how does it relate 
to perceiving a real human face? A beach ball? A wave crashing on shore? If there are 
different sets of features for different objects, how does the perceiver know which ones to 
use to perceive an object (remember, this must be decided before the perceiver knows what 
the object is)? If the same set of features applies to all objects, the list of possible features 
would appear huge. How then does the perceiver perceive objects so fast?

PROTOTYPE MATCHING

Another kind of perceptual model, one that attempts to correct some of the shortcomings 
of both template-matching and featural analysis models, is known as prototype matching. 
Such models explain perception in terms of matching an input to a stored representation 
of information, as do template models. In this case, however, the stored representation, 
instead of being a whole pattern that must be matched exactly or closely (as in template-
matching models), is a prototype, an idealized representation of some class of objects 

or events—the letter R, a cup, a 
VCR, a collie, and so forth.

You can think of a prototype as 
an idealization of the thing it 
represents. The prototypical dog, 
for instance, would be a depiction 
of a very, very typical dog—the 
“doggiest” dog you could think 
of or imagine. There may or may 
not be in existence any particular 
dog that looks exactly like the 
prototype. Figure 3.14 shows 
variations of the letter R. If your 

R
R R

RR

r

RR

RR R

R

 Figure 3.14: Examples of the letter R.
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intuitions agree with those of most people I’ve shown this figure to, you’ll judge the 
letters toward the upper left and upper right of the figure to be more prototypical than 
those in the upper center.

Prototype-matching models describe perceptual processes as follows. When a 
sensory device registers a new stimulus, the device compares it with previously stored 
prototypes. An exact match is not required; in fact, only an approximate match is 
expected. Prototype-matching models thus allow for discrepancies between the input 
and the prototype, giving prototype models a lot more flexibility than template models. 
An object is “perceived” when a match is found.

Prototype models differ from template and featural analysis models in that they do 
not require that an object contain any one specific feature or set of features to be 
recognized. Instead, the more features a particular object shares with a prototype, the 
higher the probability of a match. Moreover, prototype models take into account not 
only an object’s features or parts but also the relationships among them.

Where, though, do prototypes come from? Posner and Keele (1968) demonstrated that 
people can form prototypes surprisingly quickly. These researchers created a series of 
dot patterns by arranging 9 dots in a 30-by-30 grid to form a letter, a triangle, or a 
random pattern. The dots were then moved to slightly different positions in the grid 
(Posner, Goldsmith, & Welton, 1967). The original patterns 
were designated prototypes, and the others (which were really 
variations on the same basic patterns), distortions. Some 
examples are shown in Figure 3.15.

Participants viewed the various distortions but not the 
prototypes and were not told that the distortions were in fact 
distortions. Participants learned to classify the distortions into 
groups, based (unknown to the participants) on the original 
pattern from which the distortion was derived. After they 
could perform this classification without errors, participants 
were shown another series of dot patterns and asked to classify 
them in some way. The dot patterns shown in this part of the 
experiment were of three types: old—distortions participants 
had seen before; new—distortions participants had not 
previously encountered; and prototypes—also not previously 
seen. Participants correctly classified about 87% of the old 
stimuli, about 67% of new stimuli (still better than chance), 
and 85% of the prototypes than those in the upper center.

Given that participants had never seen the prototypes before, their accuracy in classifying 
them is surprising. How can it be explained? Posner and Keele (1968) argue that 
during the initial classification task, people formed some sort of mental representation 
of each class of items. These representations might be mental images or pictures. Some 
participants described verbal rules for where dots were clustered and in what kinds of 
configurations. In any event, they used these representations when classifying new patterns.

This work lends credence to the idea that we form and use prototypes in our 
everyday perception. And the effects are not simply a function of artificial stimuli 
such as dot patterns. Cabeza, Bruce, Kato, and Oda (1999) showed a similar 
“prototype effect” with photographs of faces altered by displacing features (for 
example, eyebrows, eyes, nose, and mouth) up or down by a certain number of pixels. 

 Figure 3.15: Stimuli used by Posner and Keele (1968). 
The top left-hand box shows the prototype; other boxes 
show distortions.
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 Figure 3.16: Stimuli used in the studies by Cabeza et al. 
(1999).

Figure 3.16 shows examples of the stimuli used. Reporting 
findings similar to those of Posner and Keele (1968), Cabeza 
et al. found that research participants were more likely to 
“recognize” prototype faces they had never actually seen 
before than to recognize other, less prototypical new faces.

TOP-DOWN PROCESSES ........................................

All bottom-up models share a number of problems in 
explaining how viewers “make meaning” of the stimuli they 
perceive. Two of the biggest problems are context effects and 
expectation effects.

Consider the display in Figure 3.17. Notice that the second 
character of both words is identical. Despite this, you 
probably read the two words as “they bake,” perceiving the 
character in question unambiguously as an h the first time 
and then, milliseconds later, as an a. The context surrounding 
the character, t and ey the first time and b and ke the second 
time, obviously influenced what you perceived. The context 
in which a pattern or object appears apparently sets up certain 
expectations in the perceiver as to what objects will occur.

Similar context effects have been demonstrated with 
perceivers looking to identify objects in real-world scenes: 
Both accuracy and the length of time needed to recognize 
objects vary with the context (Biederman, Glass, & Stacy, 
1973; Palmer, 1975). For example, people recognize objects 
such as food or utensils faster in a scene depicting a kitchen 
than they do in the same scene jumbled up (see photos on 
the next page). These effects have led many psychologists to 
argue that any model of perception must incorporate context 
and expectations. We will look next at further demonstrations 
of the need to include top-down processes in theories and 
models of perception and pattern recognition.

Top-down, or conceptually driven, processes are those 
directed by expectations derived from context or past learning 
or both. If someone were to tell you a fly is in the room you 

are in right now, where would you look? Notice how the direction of your glance would 
change if you were to look for a spider or a cockroach. Your past experience with such 
creatures guides where you look first—whether to the walls, the floor, or the ceiling. 
You can think of the processing you do when you look for different insects as being top-
down, in that your expectations and knowledge guide where you look.

Top-down processes have to interact with bottom-up processes, of course. Otherwise, 
you would never be able to perceive anything you were not expecting, and you would 
always perceive what you expected to perceive—clearly not what actually happens. A 
well-known example of a largely perceptual model incorporating both bottom-up and 
top-down processes is that of David Marr (1982). Marr’s model is quite technical and 
mathematically elegant, and the interested reader is referred to his full description of it. 
For our purposes here, I offer a very brief sketch.
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 Figure 3.17: An example of context effects in perception.

 Photos 3.1 and 3.2: The context surrounding 
an object can make perceiving it easy or hard. If 

we were to measure reaction time, we might find that 
it took people longer to recognize the toaster in 

Photo 3.2 than in Photo 3.1. The coherent kitchen 
scene sets up a context that help us perceive 
the objects we expect to see in kitchens. The 

jumbled version of the scene destroys this context.

Marr proposes that perception proceeds in terms of several 
different, special-purpose computational mechanisms, such 
as a module to analyze color, another to analyze motion, 
and so on. Each operates autonomously, without regard to 
the input from or output to any other module, and without 
regard to real-world knowledge. Thus, they are bottom-up 
processes.

Marr believes that visual perception proceeds by constructing 
three different mental representations, or sketches. The first, 
called a primal sketch, depicts areas of relative brightness and 
darkness in a two-dimensional image as well as localized 
geometric structure. This allows the viewer to detect 
boundaries between areas but not to “know” what the visual 
information “means.”

Once a primal sketch is created, the viewer uses it 
to create a more complex representation, called a 
2½-D (two-and-a-half-dimensional) sketch. Using 
cues such as shading, texture, edges, and others, 
the viewer derives information about what the 
surfaces are and how they are positioned in depth 
relative to the viewer’s own vantage point at that 
moment.

Marr proposes that both the primal sketch and the 
2½-D sketch rely almost exclusively on bottom-
up processes. Information from real-world 
knowledge or specific expectations (that is, top-
down knowledge) is incorporated when the viewer 
constructs the final, 3-D sketch of the visual scene. 
This sketch involves both recognition of what the 
objects are and understanding of the “meaning” of 
the visual scene.

Marr’s theory is not the only one to incorporate 
top-down processes. Other perceptual phenomena 
in which these processes seem to operate include 
perceptual learning and the word superiority 
effect, each of which we will cover in turn.
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PERCEPTUAL LEARNING

That perception changes with practice has been well documented (E. J. Gibson, 
1969); this phenomenon is called perceptual learning. A classic study by J. J. Gibson 
and E. J. Gibson (1955) illustrates this. Participants (both children and adults) were 

first shown the card in the very center of 
Figure 3.18, by itself, for about 5 seconds. Call this 
the original. Next, they were shown other cards, and 
randomly mixed in with these were four copies of 
the original. The participants’ task was to identify 
any instances of the original in the deck. Participants 
received no feedback, but after seeing all the cards, 
they were shown the original card again for 5 seconds, 
then shown the full deck of cards in a new order. 
This procedure continued until each person correctly 
identified all and only the four copies of the original.

When J. J. Gibson and E. J. Gibson (1955) analyzed 
the errors participants made on this task, they found 
that the errors were not random. Rather, the number 
of errors seemed to depend most on the number 
of similarities a stimulus shared with the original. 
Participants were more likely to falsely recognize a 
stimulus that had the same number of coils and was 
oriented in the same direction as the original than to 
falsely recognize a stimulus that only had the same 
number of coils.

Over time, participants seemed to notice more about 
the figures, responding to features of the stimuli they 
apparently had not noticed earlier. This explanation 
accords with other, everyday examples of perceptual 
learning. Take wine tasting as an example. Experienced 
wine tasters will tell you that one needs much practice 
to taste subtle differences. Novice wine tasters may 

be able to distinguish (by taste!) between a red and a white wine or even between a 
fruity and a dry white wine. Experts, by contrast, may be able to identify the vineyard 
that bottled a wine in a particular year. Novices simply miss this information—their 
taste buds may work exactly as do those of experts, but some information seems to be 
overlooked.

What exactly is going on? Apparently, perceptually practiced individuals learn what aspects 
of the stimulus to attend to and try harder to consciously distinguish between different 
kinds of stimuli. With regard to top-down processes, a perceiver’s experience appears to 
help guide what aspects of the stimulus to focus on and to facilitate the “pickup” of more 
information (Gauthier & Tarr, 1997a, 1997b; Gauthier, Williams, Tarr, & Tanaka, 1998).

THE WORD SUPERIORITY EFFECT

A study by Reicher (1969) illustrates another top-down phenomenon—the effects of 
context on perception in practiced perceivers. The basic task was simple: Participants 

 Figure 3.18: Stimuli used by Gibson and Gibson (1955).
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were asked to identify which of two 
letters (for instance, D or K) was briefly 
presented on a screen. Later, they 
were presented with two alternatives 
for what the letter might have been, 
displayed directly above the letter’s 
original position. Figure 3.19 depicts the 
experimental procedure.

The experiment contained an interesting 
twist, however. Sometimes a single letter 
was presented. At other times, the letter 
appeared in the context of a word (such 
as WORD or WORK; notice that either 
D or K forms a common English word 
in combination with the same three 
letters). At still other times, the letter 
was presented with three other letters in 
a combination that did not form a word 
(OWRD or OWRK, for instance). In each case, the stimuli were then masked, and the 
participant was asked merely to say which letter, D or K, had been presented.

Surprisingly, participants could much more accurately identify letters presented 
in the context of words than the same letters presented alone or in the context 
of nonwords. This result, called the word superiority effect or the word advantage, 
has been replicated several times (Massaro, 1979). Letters are apparently easier to 
perceive in a familiar context (a word) than in an unfamiliar context or in no context 
at all. Theoretical explanations of this effect have been debated (Massaro; Paap, 
Newsome, McDonald, & Schvaneveldt, 1982). Not clear, for instance, is whether 
people detect more features in the letter when it occurs in a word or whether people 
make inferences about—guess at—the letter that would best complete the word. 
The point for our present purposes is that, once again, context and perceptual 
experience (for instance, with reading words) influence even as straightforward a 
task as perceiving a single letter. This insight has led to detailed models of letter 
perception that incorporate context-guided—that is, top-down—processes with 
bottom-up processes such as feature detection (McClelland & Rumelhart, 1981; 
Rumelhart & McClelland, 1982).

Interestingly, however, letter detection seems to operate very differently in a 
different context. When readers are asked to read a written text and cross out all the 
occurrences of a certain letter (say, f ’s), they are very likely to miss the f in words like 
of or for, but to catch the f ’s in words like function or future, a phenomenon known as 
the missing-letter effect (Greenberg, Healy, Koriat, & Kreiner, 2004). Presumably, 
as readers read connected text, they quickly divide the words into content words 
(which carry meaning) and function words (which structure the content words). They 
then focus their attention more on the moderately familiar content words and thus 
are likely to miss the letters in the highly familiar function words. The point for 
now is that the ability to detect letters is enhanced by word familiarity when words 
appear in isolation but is inhibited by increased familiarity or the word’s role when 
a word appears within text.

W  O  R  K

K

O  W  R  K

?
K
D

 Figure 3.19: Stimulus displays and procedures used by Reicher (1969).
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A CONNECTIONIST MODEL OF WORD PERCEPTION

One detailed model is a connectionist model of letter and word perception presented by 
McClelland and Rumelhart (1981). Figure 3.20 illustrates some of the processing levels 

the model assumes. Note that the model 
assumes that input—whether written 
(visual), spoken (acoustic), or of a higher 
level, such as arising from the context or 
the observer’s expectations—is processed 
at several levels, whether in terms of 
features, letters, phonemes (sounds), or 
words. Notice, too, the many arrows in the 
diagram. They manifest the assumption 
that the different levels of processing feed 
into one another. Each level of processing 
is assumed to form a representation of 
the information at a different level of 
abstraction, with features considered 
less abstract than letters and letters less 
abstract than words.

The model is presented in more detail in 
Figure 3.21. Each circle and oval in this 
figure depicts a node of processing in the 
model. The model assumes a different 
node for each distinct word, letter, and 
feature. Nodes have a certain level of 
activity at any given point in time. When 
a node reaches a given level of activity, we 
can say that its associated feature, letter, or 
word is perceived.

Note all the lines between nodes. These 
represent connections, which can be either 
excitatory or inhibitory. When an excitatory 
connection links two nodes, the two nodes 
suggest each other. Consider the nodes 
for the word TRAP and the letter T, for 
example. Imagine seeing a stimulus such 
as __RAP in a crossword puzzle in a family 
newspaper: four blanks, the last three of 
which are filled in with R, A, and P. If this 

pattern suggested the word TRAP to you, a connectionist would say your node for 
TRAP had been activated.

Once a node is activated, that activation spreads along that node’s excitatory connections 
to other nodes. If the TRAP node has an excitatory connection to the T node, then the 
T node will become more active when the TRAP node becomes more active, and vice 
versa. Excitatory connections are represented in Figure 3.21 by blue arrows ending with 
points. The brown lines ending in dots in Figure 3.21 indicate inhibitory connections, 
as in the line between the TRAP node and the ABLE node. Thus if the TRAP node is 
active, the ABLE node becomes less active. If you perceive the word TRAP, you are 

Higher-level input

Visual input Acoustic input

Phoneme
level

Letter
level

Word
level

Feature
level

Acoustic
feature level

 Figure 3.20: McClelland and Rumelhart’s (1981) model of letter perception.
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less likely to perceive the word ABLE at 
the same instant. The assumption is that 
you can perceive only one word at any 
given instant.

More could be said about this model, but 
our focus here is on how a connectionist 
model can be used to explain the word 
superiority effect. Why might a letter 
be easier to perceive in the context 
of a word? According to this model, 
perception of a word—that is, activation 
of the relevant node for the word—
also activates the nodes corresponding 
to all the letters within the word, 
thereby facilitating their perception. 
Without the word context, the node 
for the individual letter is less active, so 
perception of the letter takes longer.

DIRECT PERCEPTION ..................

The models of perception we have 
looked at so far all share a common 
assumption. Recall that, as shown in 
Figure 3.1, the perceiver must acquire 
information about a distal stimulus, 
presumably by interpreting the proxi-
mal stimuli (retinal images, in the case 
of visual perception). The common 
assumption underlying the models of 
perception we have examined (espe-
cially the top-down models) is that the 
perceiver does something to the proxi-
mal stimulus. Presumably, because the 
proximal stimulus doesn’t contain all the information we need to identify the object 
(for instance, because retinal images are two-dimensional instead of three-dimensional or 
because objects might be blurred or blocked by other objects), we, as observers, must 
use our knowledge to fill in gaps.

To put it more simply, these models describe the act of perception as the construction 
of mental representations of objects. From the information we perceive, we somehow 
construct a depiction that may or may not physically resemble the object or event being 
perceived but that our cognitive and physiological processes can recognize as corresponding 
to the information perceived. We use both the information in the proximal stimulus and 
information from our long-term memory to construct these mental representations.

This idea is called the constructivist approach to perception (Hochberg, 1978), for 
obvious reasons. It describes people as adding to and distorting the information in 
the proximal stimulus to obtain a percept, a meaningful interpretation of incoming 
information. People are not seen as passively taking in all the available information; 
instead, they are seen as active selectors, integrators, and constructors of information.

A N T G S

Able

Trap

Trip

Take

Time

Cart

Excitatory

Inhibitory

 Figure 3.21: Nodes and connections in McClelland and Rumelhart’s (1981) 
model of word perception.
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James Gibson and his followers (J. J. Gibson, 1979; Michaels & Carello, 1981) adopt an 
opposite stance. Gibson rejects the idea that perceivers construct mental representations 
from memories of past encounters with similar objects and events. Instead, Gibson 
believes that the perceiver does very little work, mainly because the world offers so 
much information, leaving little need to construct representations and draw inferences. 
He proposes that perception consists of the direct acquisition of information from the 
environment.

According to this view, called direct perception, the light hitting the retina contains highly 
organized information that requires little or no interpretation. In the world we live in, 
certain aspects of stimuli remain invariant (or unchanging), despite changes over time or in 
our physical relationship to them. You may already be familiar with the idea of invariance. 
For example, consider a melody played on a piano in the key of C. Now, imagine that 
same melody transposed to the key of G. Although all the individual notes in the melody 

have been changed, the melody is still easily recognized. 
If sufficient time lapses between renditions, many listeners 
may not even recognize the key change. The elements 
(notes) have changed, but the relationships between the 
notes have remained constant, or invariant.

A visual example of perceptual invariance was 
demonstrated in a study by Johansson (1973). 
Researchers attached lightbulbs to the shoulders, 
elbows, wrists, hips, knees, and ankles of a model 
who wore black clothing and was photographed 
in the dark so only the lights could be seen (see 
Figure 3.22). Participants who were shown a still 
photograph of the model reported seeing only a random 
group of lights. Participants who saw a videotape of the 
model engaged in familiar activities—walking, dancing, 
climbing, and so forth—immediately recognized a 
person carrying out a particular activity.

Later work (Kozlowski & Cutting, 1977) even showed 
that observers could distinguish between a male and 
a female model just by the movement of the lights! 
Apparently, the motion of the lightbulbs relative to 
one another gave an observer enough information to 
perceive a human being in motion. Note that in this 
example, the observer did not see the person’s shape or 
any individual features such as hair, eyes, hands, or feet. 
If a human form can be quickly recognized under these 
limited viewing conditions, imagine how much more 
information is available under normal circumstances. 
Recent work on this phenomenon, by the way, suggests 
many more amazing perceptual feats ordinary people 

can perform despite impoverished stimuli; it also examines the pattern of brain activity 
that accompanies this perception, typically in specific areas of the parietal or temporal 
lobes (Blake & Shiffrar, 2007).

J. J. Gibson (1950) became convinced that patterns of motion provide a great deal 
of information to the perceiver. His work with selecting and training pilots in 

 Figure 3.22: A depiction of Johanssons’s (1973) experimental 
stimuli.
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World War II led him to think 
about the information available 
to pilots as they landed their 
planes. He developed the 
idea of optic flow, depicted 
in Figure 3.23 as the visual 
array presented to a pilot 
approaching a runway for 
landing. The arrows represent 
perceived movement—that is, 
the apparent movement of 
the ground, clouds, and other 
objects relative to the pilot. 
There is a texture to this 
motion: Nearer things appear 
to move faster than things 
farther away, and the direction 
in which an object seems to 
move depends on the angle 
of the plane’s movement in 
relation to it. The pilot can use 
all this information to navigate 
the plane to the runway.

Turvey, Shaw, Reed, and Mace (1981) argue that whereas non-Gibsonian models of 
perception try to explain how people come to perceptual beliefs and judgments, Gibson 
tries to explain how people “adjust,” physically and otherwise, to the environment. 
For Gibson, the central question of perception is not how we look at and interpret a 
stimulus array but rather how we see and navigate among real things in the world. Why 
don’t we normally walk into walls, for instance, or flinch from a perceived impending 
collision with walls?

An important idea in Gibson’s theory is that the information available to an organism 
exists not merely in the environment but in an animal–environment ecosystem 
(Michaels & Carello, 1981). As animals move about, they continuously experience their 
environments. Different biological organisms have different perceptual experiences 
because (among other things) different organisms have different environments, 
different relationships to their environments, or both. Organisms directly perceive not 
only shapes and whole objects but also each object’s affordances—the “acts or behaviors 
permitted by objects, places, and events” (Michaels & Carello, p. 42)—in other words, 
the things offered by the environment to the organism. Thus, for human beings, chairs 
afford sitting, a handle or knob affords grasping, a glass window affords looking through. 
J. J. Gibson (1979) claims that affordances of an object are also directly perceived; that 
is, we “see” that a chair is for sitting just as easily as we “see” that a chair is 2 feet away 
or made of wood.

According to Gibson, then, we avoid crashing into walls and closed doors because such 
surfaces do not afford passing through and we perceive this as we move toward them. 
We sit on chairs or tables or floors but not on top of bodies of water, because the 
former afford sitting whereas the latter do not. By virtue of our activity with and around 
different objects, we pick up on these affordances and act accordingly. Perception and 
action, for Gibson, are intimately bound.

 Figure 3.23: A depiction of optic flow.
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Gibsonian theory has been both staunchly admired and sharply criticized. Fodor and 
Pylyshyn (1981), for example, argue that Gibson’s proposals, while intriguing, are not 
well defined. Without sharp definitions of what an affordance is, they claim, the theory 
is not helpful in explaining perception. They charge that Gibson failed to specify just 
what kinds of things are invariant and what kinds are not. Without this specification, the 
following kinds of circular explanations can result: 

How do people perceive that something is a shoe? There is a certain (invariant) 
property that all and only shoes have—namely, the property of being a shoe. 
Perceiving that something is a shoe consists in the pickup of this property. (Fodor & 
Pylyshyn, p. 142) 

However the debate between supporters and critics of Gibson is eventually resolved, 
he has reminded everyone in cognitive psychology of the need to pay attention to the 
way cognition operates outside the laboratory and of the relationship between the way 

information is processed and the goals and 
needs of the organism doing the processing. 
We will return to these themes throughout 
the book.

DISRUPTIONS OF PERCEPTION: 
VISUAL AGNOSIAS ............................

Earlier, I said that perception is a process 
by which we attach meaning to sensory 
information we receive. That definition 
distinguishes between sensation (for example, 
vision, hearing, olfaction), or the receiving 
of sensory information, and another process, 
perception, which makes sense of that sensory 
information.

One of the best illustrations that sensation 
and perception are distinct processes comes 
from cognitive neuropsychological work on 
visual agnosias, impairments in the ability to 
interpret (although seeing) visual information 
(Banich, 1997). For example, consider 
Figure 3.24, which shows an agnosic patient’s 
rendering of drawings of familiar objects. 
As you can see, this patient saw the original 
drawings clearly, and his renditions reproduce 
several details. But it is clear from the patient’s 
copies that he has no idea what the depicted 
objects are. Rubens & Benson (1971) report 
on a similar case study in which their agnostic 
patient could not correctly name any of the 
objects he saw and drew, saying of a pig that 

Target

Copy

TargetTarget

Copy

Target

Copy

Target

Copy

 Figure 3.24: Drawings made by an agnosic patient of different target 
pictures.
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it “could be a dog or any other animal” and of a bird that it “could be a beech stump” 
(p. 310).

Patients suffering from visual agnosia do not simply have a language problem, 
because they are similarly unable to use nonverbal means of recognizing familiar 
objects (such as pantomiming their usual uses). Nor do they have a memory problem, 
because they can tell you what a pig or a key is. Instead, the problem seems to lie in 
understanding what the visual pattern or object presented to them is (Farah, 1990). 
The deficit seems modality specific: Patients with visual agnosia can’t recognize 
objects by sight but may be able to recognize them by sound, touch, or smell. Put in 
our earlier terms, the problem seems to lie in creating a percept from the proximal 
stimulus.

Researchers classify visual agnosias into different types. The first is called apperceptive 
agnosia. Patients with this disorder seem able to process a very limited amount of 
visual information. They can see the contours, or outlines, of a drawing or object but 
have a very difficult time matching one object to 
another or categorizing objects. Some cannot name 
objects at all, and at least one has been reported to 
be unable to distinguish printed Xs from Os (Banich, 
1997). Other patients can do this much processing 
but have trouble recognizing line drawings when 
some parts of the outlines are missing, such as 
the drawing of a chair shown in Figure 3.25(A), or 
recognizing objects shown in an unusual orientation, 
as in the drawing of the chair as viewed from above 
in Figure 3.25(B).

A second kind of agnosia is called associative agnosia. 
Patients with this deficit can match objects or 
drawings and copy drawings, but they tend to do 
so very slowly and very, very carefully, almost point 
by point (Banich, 1997), instead of using the more 
typical technique of drawing the big features first and 
then filling in details. Associative agnosic patients 
may also become distracted by small details, such as 
an extra dot or stray line on a drawing. Associative 
agnosic patients cannot readily name the objects 
they have seen and drawn. 

The two different types of visual agnosia seem to be associated with injury to two 
different areas of the brain. Apperceptive agnosia is typically associated with one 
hemisphere, or one side, of the brain (often the right); associative agnosia is correlated 
with bilateral damage (damage in both hemispheres) to a particular region of the brain.

Yet another kind of visual agnosia, called prosopagnosia, is a very specific visual agnosia 
for faces (Farah, 1990). Prosopagnosic patients, who typically suffer from damage 
to a particular region in the right hemisphere (possibly with some left hemisphere 
involvement as well), may have intact object-recognition abilities but may be unable 
to recognize faces of their family members or political leaders or even photographs of 
their own faces. They can see details—a nose, an eyebrow, a mole—but can’t seem to 

( B )( A )

 Figure 3.25: Examples of how contour information influences 
recognition in persons with apperceptive agnosia. (A) Patients with 
apperceptive agnosia have difficulty recognizing this object as a chair 
because they cannot interpolate the missing contours. (B) Patients with 
apperceptive agnosia have difficulty recognizing the chair when it is 
viewed from this unusual angle.
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put the visual details together into a coherent percept. A book by Oliver Sacks (1985) 
gives vivid details of cases of prosopagnosia.

Visual agnosias are not the only kind of neurological deficit relevant to the cognitive 
processes of perception and pattern recognition. Another well-known impairment, 
known as unilateral neglect (sometimes also called hemineglect), comes about as a result 
of damage to the parietal cortex and causes the patient to virtually ignore stimuli on 
the opposite side (Mozer, 2002). For example, patients with right-hemisphere parietal 
damage may fail to wash the left side of their body, comb the hair on the left side of their 
face, or respond to stimuli that originate on the left side of the body.

This very brief review of neurological deficits in perception shows there is more to 
perception than simply receiving information. Seeing, whether or not it is believing, is 
certainly not perceiving!
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CHAPTER 3

Summary ..............................................................

Researchers have proposed a number of distinct approaches to the study of perception. Despite differences in the 
theoretical assumptions made and the experimental methods used in each approach, researchers agree on at least two 
general principles, given in points 1 and 2 in the following list.

1. Perception is more than the sum of static, individual sensory inputs. Perception clearly involves some integration and, 
perhaps, some interpretation of the sensations we receive. Perception is not a matter of simply taking in information from 
the world and creating from it a duplicate internal representation.

2. Perception sometimes involves “seeing” things that are not there (as in the case of subjective contours) or distorting 
things that are (as in the case of other context effects). Perception involves both bottom-up processes, which combine 
small bits of information obtained from the environment into larger pieces, and top-down processes, which are guided by 
the perceiver’s expectations and theories about what the stimulus is.

3. One important perceptual task is the segregation of the figure from the background. Gestalt psychologists have offered 
many principles of how we accomplish this task, including the principles of proximity, similarity, good continuation, 
closure, and common fate. All of them follow the law of Prägnanz, which states that of all the possible interpretations 
a perceiver could make of a stimulus, he or she will select the one that yields the simplest, most stable form.

4. Various bottom-up models of perception include template matching, which holds that patterns are recognized when 
perceivers match them to stored mental representations; prototype matching, which posits that the stored mental repre-
sentations are not exact copies of stimuli but rather idealizations; and featural analysis, which holds that we first recognize 
features or components of patterns and objects and then put information about those components together to form an 
integrated interpretation.

5. Top-down models of perception incorporate perceivers’ expectations into the model of how we interpret sensory informa-
tion. Research on the word superiority effect, for example, demonstrates that context changes our perception of stimuli.

6. The connectionist model of letter perception illustrates just how complex the task of recognizing single letters (all type-
written in a single, simple font) can be.

7. Perception involves a great deal of activity on the part of the perceiver. We do more than simply record the visual world 
around us; we are not cameras. In both the constructivist and the direct-perception approaches to perception, perception 
is assumed to be the result of activity, either mental or physical. We navigate the world, gathering information as we go 
and seeking more information about objects of interest as a matter of course. Any theory of perception must ultimately 
take into account our own activity in our everyday perception.

8. Disruptions of perception (as in visual agnosias, including prosopagnosia) involve not understanding or recognizing 
what is seen. Apperceptive agnosias involve intact recognition of contours but an inability to recognize what the object 
is. Associative agnosics can (sometimes, slowly) recognize the identity of objects but focus intently on small details. 
Prosopagnosia is an inability to recognize faces, perhaps of relatives or of famous people, or even one’s own reflection or 
photograph.

The topic of perception is fundamental to the study of cognition and relates to many topics discussed later in this book. 
Perception relates directly to attention, for example—the subject of Chapter 4—in that often our level of attention affects 
whether or not we perceive and remember something. When we talk about imagery, in Chapter 8, we will look again at how 
people process visual information. Moreover, what is perceived often constrains what else the perceiver can do with the 
information in terms of recording and storing it, thinking about it, and drawing inferences from it. We will thus continue to 
encounter perceptual issues in the chapters ahead.
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Review Questions ...............................................

1. Describe the differences in assumptions about percep-
tion made by researchers working in (a) the traditional 
information-processing paradigm, (b) the connectionist 
paradigm, and (c) the Gibsonian ecological paradigm.

2. Describe two of the Gestalt laws of perceptual organi-
zation, illustrating each with a specific example.

3. Distinguish between bottom-up and top-down percep-
tual processes.

4. In what ways are featural analysis and prototype-
matching models an improvement over template-
matching models? In what ways are they not?

5. Evaluate the fit between Gestalt theories of perceptual 
organization and Biederman’s geon theory.

6. Describe some real-life examples of context effects in 
perception.

7. Consider McClelland and Rumelhart’s connectionist 
model of letter perception. How might a Gestalt psy-
chologist regard this model, and what would he or she 
see as the model’s strengths and weaknesses? How 
might a cognitive neuropsychologist regard this model, 
and what would he or she see as its strengths and 
weaknesses?

8. Discuss the following: “Part of the reason that J. J. 
Gibson’s supporters and detractors have such spirited 
debates is that they are talking past each other. Gibson 
doesn’t just present a different model of perception—
he redefines what the task of perception is.”

9. What do the different visual agnosias tell us about per-
ception? (More challenging: What are the limitations, 
both theoretical and empirical, of using case studies 
of brain-damaged individuals to inform theories of 
“normal” cognitive functions?) 

Key Terms .............................................................

affordance

bottom-up process

categorical perception

configural superiority effect (CSE)

constructivist approach 
to perception

context effects

direct perception

distal stimulus

emergence

feature

figure-ground organization

geon

Gestalt principles of perceptual 
organization 

pattern recognition

percept

perception

perceptual learning

phoneme

prosopagnosia

prototype

proximal stimulus

retina

retinal image

size constancy

subjective 
contours

template

top-down process

visual agnosia

visual search task

word superiority effect

Student Study Site  ..............................................
Visit the Student Study Site at www.sagepub.com/galotticp5e for these additional learning tools:

·  Video Links

·  Audio Links

·  Web Resources

·  eFlashcards

·  Self-quizzes

·  Web Exercises




