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RReesseeaarrcchh  SSiittuuaattiioonnss  WWhheerree  tthhee  
IInnddeeppeennddeenntt  SSaammpplleess  tt TTeesstt  IIss  UUsseedd

One of the simplest research designs involves comparison of mean scores on a quantitative
Y outcome between two groups; membership in each of the two groups is identified by each
person’s score on a categorical X variable that identifies membership in one of just two
groups. The groups that are compared may correspond to naturally occurring groups (for
the variable gender, the groups that are compared are male vs. female; for the variable smok-
ing status, the groups that are compared may be smokers vs. nonsmokers). When naturally
occurring groups are compared, the study is nonexperimental. Alternatively, in an experi-
mental study, groups are often formed by random assignment and given different treat-
ments. The predictor variable (X) in these research situations is a dichotomous group
membership variable. A dichotomous variable is a categorical variable that has only two
values; the values of X are labels for group membership. For example, the X predictor vari-
able could be dosage level in an experimental drug study (coded 1 = No caffeine, 2 = 150 mg
of caffeine), or it could be a code that represents membership in a naturally occurring group
such as gender (coded 1 = Male, 2 = Female). The numerical values used to label groups
make no difference in the results of the statistical analyses; small integers are usually cho-
sen as values for X, for convenience. The outcome variable (Y) for an independent samples
t test is quantitative, for example, anxiety score or heart rate (HR).

Usually, the researcher’s goal is to show that there is a significant difference in mean
scores on Y between the groups. In the context of a well-controlled experimental design,
a significant difference in means may be interpreted as evidence that the manipulated
independent variable (such as dosage of caffeine) has an effect on the outcome variable
(such as HR). However, researchers need to be cautious about making causal inferences.
A significant difference between group means may arise due to chance (sampling error);
it may be due to some variable that was unintentionally confounded with the treatment
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variable; or it might be due to artifact, such as experimenter expectancy effects. The
results of a single study are not sufficient to justify a causal inference. However, if a result
is replicated across many well-controlled experiments and if researchers are careful to
rule out possible confounds and artifacts, eventually the accumulated evidence across
repeated studies becomes strong enough to warrant cautious inferences about possible
causality.

In nonexperimental applications of the t test, when the groups being compared are nat-
urally occurring groups (e.g.,Americans vs. Japanese, women vs. men, people who meditate
vs. nonmeditators), causal inference is not appropriate. This type of comparison can be
reported only as a descriptive result and cannot be used to make causal inferences. For
example, if meditators score lower on anxiety than nonmeditators, it does not necessarily
mean that meditation reduces anxiety; it might be that anxious persons are less likely to
choose to meditate. If women score higher on emotional intelligence than men, we can’t
assume that higher emotional intelligence is due to genetic sex differences; it might have
arisen through socialization or other variables that had different effects on women and men.

Occasionally, a researcher hopes to demonstrate that there is no difference between
groups; for example, a day care researcher may want to show that there is no difference in
cognitive development for children in day care versus home care. The logic of hypothesis
testing, described in Chapter 3, does not allow researchers to say that they have “proved”
the null hypothesis of no difference between group means. It is necessary to replicate the
nonsignificant difference across many studies with large numbers of participants before
a case can be made for a lack of difference between populations.

This chapter describes the independent samples t test. This test is appropriate when the
groups that are compared are between-subjects (between-S) or independent groups (as dis-
cussed in Chapter 1). If the data come from a within-subjects (within-S) or repeated mea-
sures design, the paired samples or direct difference t test should be used instead of the
independent samples t test. The paired samples t test (for within-S or repeated measures
data) is discussed in Chapter 20 of this textbook, along with a more general introduction to
methods of analysis for repeated measures data. The independent samples t test is a para-
metric test; that is, the evaluation of the statistical significance of the t ratio is based on
assumptions that the scores on the outcome variable Y are quantitative, interval/ratio, and
approximately normally distributed. If the scores on the outcome variable Y are ordinal, a
nonparametric method of analysis such as the Wilcoxon rank sum test would be more
appropriate (as discussed in Chapter 1 of this textbook).

AA  HHyyppootthheettiiccaall  RReesseeaarrcchh  EExxaammppllee

As a concrete example, consider the following imaginary experiment. Twenty participants
are recruited as a convenience sample; each participant is randomly assigned to one of two
groups.The groups are given different dosage levels of caffeine.Group 1 receives 0 mg of caf-
feine; Group 2 receives 150 mg of caffeine, approximately equivalent to the caffeine in one
cup of brewed coffee. Half an hour later, each participant’s HR is measured; this is the quan-
titative Y outcome variable. The goal of the study is to assess whether caffeine tends to
increase mean HR. In this situation, X (the independent variable) is a dichotomous
variable (amount of caffeine, 0 vs. 150 mg); Y, or HR, is the quantitative dependent
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variable. See Table 5.1 for a table of scores for these variables. Figure 5.1 shows the
corresponding SPSS Data View worksheet. The null hypothesis for the independent samples
t test is as follows:

H0 : µ1 = µ2 or µ1 − µ2 = 0.

In words, this translates into the assumption that the mean HR for a hypothetical popu-
lation of people who have not recently consumed caffeine (µ1) is equal to the mean HR for
a hypothetical population of people who have recently consumed caffeine equivalent to
150 mg or one cup of coffee (µ2). In even simpler language, this null hypothesis says that
caffeine has no effect on HR (i.e., mean HR is the same whether or not people have
recently consumed caffeine). This is an example where the populations of interest are
hypothetical, as discussed in Chapter 1; we hope that information about HR for people
who do and do not consume caffeine in this convenience sample will provide reasonably
good estimates of the mean HR for broader hypothetical populations of all persons who
have and have not recently consumed caffeine.
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Table 5.1 ♦ Data for Hypothetical Research Example: Effect of Caffeine on HR
(0 mg caffeine = “1,” 150 mg caffeine = “2”)

ID Caffeine HR

1 1 51

2 1 66

3 1 58

4 1 58

5 1 53

6 1 48

7 1 57

8 1 73

9 1 56

10 1 58

11 2 72

12 2 57

13 2 78

14 2 61

15 2 66

16 2 54

17 2 64

18 2 82

19 2 71

20 2 74
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The researcher is usually interested in evidence that would contradict this hypothesis of
no effect. If mean HR in the sample of participants who receive 150 mg of caffeine is much
higher than the mean HR in the sample of participants who receive no caffeine, this outcome
would lead us to doubt the null hypothesis that caffeine has no effect on HR. How do we
decide if one sample mean is “much higher”than another sample mean? We quantify this dif-
ference between means by putting it in terms of the number of standard errors and setting
up a t ratio to assess whether the difference between sample means,M1 − M2, is large relative
to the amount of sampling error represented by SEM1 − M2

. The methods for setting up and
evaluating the statistical significance of the difference between means presented in this chap-
ter are an extension of the methods for the one sample t test described in Chapter 3.

Researchers usually hope to find a relatively large difference between M1 and M2

(in this example, the researcher might hope to find a large difference between mean 
HR for Groups 1 and 2). That is, when a t test ratio is set up to see how large the difference
between M1 and M2 is relative to the standard error of this difference, SEM1 − M2

, the
researcher hopes that this t ratio will be “large.”When the degrees of freedom (df) are greater
than 100, and when we set α = .05, two-tailed, a t ratio greater than 1.96 in absolute value
is considered large enough to be judged statistically significant. More generally, we reject
H0 and judge the difference between sample means to be “statistically significant” when
the obtained value of t calculated for the sample means exceeds the tabled critical value
of t for the chosen alpha level, the choice of a one- or two-tailed test, and the available
degrees of freedom. The table in Appendix B provides critical values of t for the most
common alpha levels.
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Figure 5.1 ♦ SPSS Data View Worksheet: Caffeine/HR Experiment Data
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AAssssuummppttiioonnss  AAbboouutt  tthhee  DDiissttrriibbuuttiioonn  ooff  SSccoorreess  
oonn  tthhee  QQuuaannttiittaattiivvee  DDeeppeennddeenntt  VVaarriiaabbllee

Ideally, the scores on the Y outcome variable should satisfy the following assumptions.

QQuuaannttiittaattiivvee,,  AApppprrooxxiimmaatteellyy  NNoorrmmaallllyy  DDiissttrriibbuutteedd

Scores on the Y outcome variable must be quantitative. (It would not make sense to
compute a group mean for scores on a Y variable that is nominal or categorical level of
measurement.) Some statisticians would argue that the scores on Y should be at least
interval/ratio level of measurement. However, in practice, many researchers require only
that these scores are quantitative; many researchers do not insist on true equal interval
measurement as a condition for the use of parametric statistics such as the t test (see
Chapter 1 for further discussion). For example, it is common to compare means on out-
come variables that use 5-point (Likert) rating scales, even though the intervals between
the scores probably do not correspond to exactly equal differences in favorableness of atti-
tude. Harris (2001) and Tabachnick and Fidell (2007) argue that it is more important that
scores on Y outcome variables be approximately normally distributed than that they
possess true interval/ratio level of measurement properties.

EEqquuaall  VVaarriiaanncceess  ooff  SSccoorreess  AAccrroossss  GGrroouuppss  
((tthhee  HHoommooggeenneeiittyy  ooff  VVaarriiaannccee  AAssssuummppttiioonn))

Ideally, the variance of the Y scores should be equal or homogeneous across the two
populations that correspond to the samples that are compared in the study. We can write
this assumption formally as follows:

H0 : σ1
2 = σ2

2.

We can evaluate whether this assumption is violated by computing the sample vari-
ances for the scores in the two groups (s1

2, s2
2) and setting up an F test (such as the

Levene test) to assess whether these two sample variances differ significantly. SPSS
reports the Levene test as part of the standard SPSS output for the independent sam-
ples t test. If the F ratio for the Levene test is large enough to be statistically signifi-
cant, it is evidence that the homogeneity of variance assumption is violated. SPSS
provides two versions of the independent samples t test: one with “equal variances
assumed” (also called the pooled variances t test) and a second test with “equal vari-
ances not assumed” (also called the separate variances t test). The Levene test can be
used to decide which version of the t test to report. If the Levene test shows no sig-
nificant violation of the homogeneity of variance assumption, the researcher usually
reports the “equal variances assumed” version of the t test. If the Levene test indicates
that the assumption of equal variances is seriously violated, then the researcher 
may prefer to report the “equal variances not assumed” version of the t test; this 
test has an adjusted (smaller) degrees of freedom that provides a more conserva-
tive test.
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IInnddeeppeennddeenntt  OObbsseerrvvaattiioonnss  BBootthh  BBeettwweeeenn  aanndd  WWiitthhiinn  GGrroouuppss

The independent samples t test is appropriate (as the name of the test suggests) when
the scores in the two samples that are compared are independent of each other; that is,
when they are uncorrelated with each other. This assumption is usually satisfied when the
design is between-S, that is, the researcher assigns each participant to just one group, and
when the scores in Groups 1 and 2 are not matched or paired in any way. This assumption
is not satisfied when the design is within-S or repeated measures or where matched or
paired samples are used (see Chapter 1 for a review of between-S vs. within-S design).
When a within-S or repeated measures design is used, the scores are almost always cor-
related across groups (e.g., if we did a within-S study in which each person’s HR was
assessed once after 0 mg of caffeine and again after 150 mg of caffeine, there would prob-
ably be a positive correlation between the set of HR scores for these two conditions,
because individual participants who had relatively high scores on HR without caffeine
usually also have relatively high scores on HR with caffeine).When data are obtained from
a within-S, repeated measures, or matched samples design, the data analysis must take
this correlation into account. Chapter 20 describes the paired samples t test; if the two
samples being compared in the study represent repeated measures or matched samples,
then the paired samples t test should be used rather than the independent samples t test
discussed in this chapter.

A second assumption is that scores are not correlated with other scores within the same
group.This type of interdependence among scores can be more difficult to detect (for details,
see Kenny & Judd, 1996; Kenny, Mannetti, Pierro, Livi, & Kashy, 2002). Usually, correlations
among scores within groups arise when participants are tested in situations where they have
opportunities to influence each other’s responses. If the research situation provides partici-
pants with opportunities to compete, cooperate, imitate, or influence each other’s behaviors
or judgments through social interaction, discussion, or observation of each other’s behavior,
it is possible that the responses within groups may not be independent of each other. For
example, consider a study in which each group of 12 participants is a mock jury. Each group
is given a case to discuss.After group discussion, each individual participant is asked to rec-
ommend a length of sentence for the defendant. It is very likely that the individual responses
of jurors will not be independent because they have had an opportunity to influence each
other’s views through discussion. Thus, the 12 juror responses are probably not 12 indepen-
dent observations. The appropriate unit of analysis in this study may be the jury as a whole
(the mean sentence length recommended by each jury of 12). If the assumption that scores
within each group are independent of each other is violated, the consequence of this viola-
tion may be that the scores are “close together”because of imitation or cooperation; this may
mean that the sample variance will underestimate the population variance. A t ratio that is
based on scores that are intercorrelated within groups may be larger than it would have been
if it had been based on independent observations. Ideally, observations within each group
should be obtained in a way such that they are independent of each other.

RRoobbuussttnneessss  ttoo  VViioollaattiioonnss  ooff  AAssssuummppttiioonnss

The independent samples t test is fairly robust to violations of some of these assump-
tions (unless sample sizes are very small).A test is “robust” if the rate of Type I error does
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not increase very much when its assumptions are violated. Robustness of a statistical test
can be evaluated empirically using Monte Carlo methods.

For example, let’s suppose we wanted to do a Monte Carlo simulation to assess how
much a violation of the equal variances assumption influences the risk of Type I error for
an independent samples t test. First, we set up a baseline, in which we use populations for
which the null hypothesis of no difference between population means is correct and the
homogeneity of variance assumption is satisfied. For example, we could create an artifi-
cial population of 1,000 normally distributed intelligence quotient (IQ) scores for males
(Population 1, µ1 = 100, σ 1

2 = 225) and an artificial population of 1,000 normally distrib-
uted IQ scores for females (Population 2, µ2 = 100, σ 2

2 = 225). What will happen if we use
a computer program to draw thousands of pairs of samples of size 30 from each of these
two populations and perform a t test using α = .05 to test whether the sample means dif-
fer significantly for each pair of randomly selected samples? We know that for these arti-
ficial populations, the null hypothesis (H0: µ1 = µ2) is actually correct, and we know that
the homogeneity of variance assumption (H0: σ 1

2 = σ 2
2) is satisfied and that the assump-

tions that population scores are normally distributed is satisfied. If we do thousands of
different t tests on different pairs of random samples, about 95% of the obtained t ratios
will be small enough to result in a (correct) decision not to reject H0; the remaining 5% of
the obtained t ratios will be large enough to (incorrectly) decide to reject H0. That is, the
empirical outcome of this Monte Carlo simulation is that 5% of the outcomes are
instances of Type I error; this corresponds to the risk of Type I error given by the nomi-
nal alpha level, α = .05.

We can empirically evaluate how much effect different kinds of violations of assump-
tions have on the risk of Type I error by working with artificial population data that repre-
sent different types of violations of assumptions and then running this experiment again.
For example, we can ask, Does the risk of Type I error increase above 5% if the assumption
of equal population variances is violated? To do this, we use the same values as before, but
we change the variance for the hypothetical population of females to a specific value that is
different from the variance for males, such as σ2

2 = 169. Now, we run thousands of t tests on
different pairs of samples again and ask, What proportion of these tests yield Type I errors
when the equal variance assumption is violated? Myers and Well (1991) reported results for
a similar set of Monte Carlo simulations, with the following conclusions:

If the two sample sizes are equal, there is little distortion in Type I error rate unless
n is very small and the ratio of the variances is quite large . . . when n’s are unequal,
whether the Type I error rate is inflated or deflated depends upon the direction of the
relation between sample size and population variance. (pp. 69–70)

According to Myers and Well (1991), even when the ratio of σ1
2 /σ2

2 was as high as 100,
t tests based on samples of n = 5 using α = .05 resulted in Type I errors in only 6.6% of
the batches of data.

The implication of Monte Carlo simulation results is that the impact of violations of
the homogeneity assumption on the risk of committing a Type I error is much greater
when the ns in the samples are small and when the ns in the samples are unequal. When
samples sizes are relatively large (e.g., n > 30 in each group) and when the ns in the two

Comparing Group Means Using the Independent Samples t Test——187

05-Warner-45165.qxd  8/13/2007  5:13 PM  Page 187



groups are equal, the independent samples t test is fairly robust to violations of the homo-
geneity of variance assumption.

A paradox arises when we conduct statistical significance tests to assess violations of
assumptions (such as violations of the homogeneity of variance assumption).When we run
a statistical significance test to evaluate whether the difference between variances in two
samples is large enough to be statistically significant, and when ns in the groups are large,
we have good statistical power to detect violations of this assumption, but when ns in the
groups are large, the independent samples t test yields a Type I error rate that is consistent
with the nominal alpha level even when the homogeneity of variance assumption is vio-
lated. On the other hand, when ns in the groups are small, we have poor statistical power to
detect violations of the homogeneity of variance assumption; and in small-n situations
(particularly when ns are unequal between groups), violations of the homogeneity of vari-
ance assumption are more likely to lead to inflated or deflated risk of Type I error for the
independent samples t test. When we test the significance of violations of assumptions
(such as the homogeneity of variance assumption for the independent samples t test), it
may be appropriate to use different alpha levels for small versus large samples. For small
samples, we can increase the power of the Levene test to detect violations of the homogene-
ity of variance assumption by setting the alpha level for this test at .10 (instead of .05). For
large samples,we can decrease the power of the Levene test to detect violations of the homo-
geneity of variance assumption by setting the alpha level at .01 or even .001.

To summarize,unless the ns in the groups are small and/or extremely unequal,violations
of the assumption that scores are drawn from normally distributed populations with equal
variances probably do not cause serious problems with risk of Type I error in the indepen-
dent samples t test. If data are extremely nonnormally distributed and/or the populations
have extremely different variances and if there are also small ns and/or unequal ns for the
samples, it may be advisable to do one of the following. The equal variances not assumed
version of the t test may be reported instead of the equal variances assumed test; the equal
variances not assumed t test, sometimes called Welch’s t, has a smaller adjusted df term that
provides a more conservative test. Scores can be converted to ranks, and a nonparametric
test such as the Wilcoxon rank test may be performed instead of the independent samples t
test. Unequal variances and nonnormal distribution shapes are sometimes attributable to a
few extreme outliers, and it may make sense to delete these outliers, but this decision should
be made prior to conducting the t test. These decisions about data analysis should be made
based on preliminary consideration of the variances and distribution shapes and should not
be made after the fact by choosing the test that leads to the decision to reject H0 with the
smallest estimated p value (Myers & Well, 1991, p. 71).

PPrreelliimmiinnaarryy  DDaattaa  SSccrreeeenniinngg

Preliminary data screening should assess how well these assumptions are satisfied by the
data. In this example, we first consider the level of measurement for the scores on the
dependent variable HR. HR is quantitative (rather than categorical), and the scores on this
variable probably have interval/ratio level of measurement properties. Distribution shape
for scores on a quantitative variable can be assessed by examining a histogram of the
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dependent variable scores. The histogram in Figure 5.2 shows the distribution of HR scores
for this sample of 20 participants (data in Table 5.1). The smooth curve superimposed on
the graph represents an ideal normal distribution. This distribution is not exactly normal
in shape; it is bimodal and somewhat asymmetric. Note that samples as small as N = 20
often do not have distributions that conform to normal, even when they are obtained by
random selection from normally distributed populations. In this situation, the distribution
shape was judged a good enough approximation to normal distribution shape to proceed
with an independent samples t test.

Additional information can be obtained by setting up a box plot to examine the distri-
bution of HR scores separately for each treatment group, as shown in Figure 5.3.
Examination of the box plot in Figure 5.3 provides two kinds of information. First, we can
see that most HR scores for Group 2 (which received 150 mg of caffeine) tended to be rel-
atively high, with the middle 50% of scores in this group falling between about 60 and 75
beats per minute (bpm); most HR scores for Group 1 (which received 0 mg caffeine) were
lower, with about 50% of these scores between about 54 and 57 bpm. Group 1 included
two scores that could be considered outliers (the HR scores for participant numbers 2 and
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Figure 5.2 ♦ Histogram of Scores on HR (for the Entire Sample of N = 20 Participants in Table 5.1)
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8 were higher than those of most other members of Group 1). As discussed in Chapter 4,
researchers may want to consider modifying or removing outliers; however, this decision
should be made prior to running the t test. In this example, although two scores in the first
group appeared to be outliers, none of the scores were judged to be extreme outliers, and
no scores were removed from the data.

Descriptive statistics (mean, standard deviation, variance) were also obtained sepa-
rately for each sample (SPSS output not shown). For Sample 1, the group that received
0 mg of caffeine, mean HR was 57.8 bpm, standard deviation was 7.21, and variance in
HR was 51.96; for Sample 2, the group that received 150 mg of caffeine, mean HR was 67.9
bpm, standard deviation was 9.09, and variance in HR was 82.54. The ratio between these
variances 82.54/51.96 = 1.588, so the variance in Group 2 was less than twice as large as
the variance in Group 1.

In this imaginary example, it was assumed that each participant was tested individually
and that the participants did not have any chance to influence each other’s level of physio-
logical arousal or HR. If the observations were obtained in this manner, the assumption
of independence of scores within groups should be satisfied. Also, because independent
groups were formed by random assignment and there were no pairings between members
of Groups 1 and 2, there should be no between-group correlations of scores on HR.

Overall, it appeared that the HR data satisfied the assumptions for an independent sam-
ples t test reasonably well. Scores on HR were quantitative and reasonably normally distrib-
uted; the variances in HR scores were not drastically unequal across groups; and there was
no reason to believe that the scores were correlated with each other, either within or between

190——CHAPTER 5

21
Caffeine

80

70

60

50

H
R

8

2

Figure 5.3 ♦ Box Plot for HR Scores Separately by Treatment Group (Caffeine = “1,” 0 mg;
Caffeine = “2,” 150 mg)
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groups. The only potential problem identified by this preliminary data screening was the
presence of two outliers on HR in Group 1.The decision was made, in this case,not to remove
these scores. Given the location of the outliers in this case, removing them would slightly
increase the difference between the means of the two groups and slightly decrease the vari-
ance of scores within Group 1. Thus, we will obtain a more conservative assessment of the
outcome by leaving these scores in the sample. If these outliers had been more extreme (e.g.,
if there had been HR scores above 100 in Group 1), we would need to consider whether those
participants fell outside the range of inclusion criteria for the study (we might have decided
early on to include only persons with “normal” HR within healthy limits in the study) or
whether these extreme scores might have been due to data-recording errors.The sample vari-
ances were not significantly different (and thus, there was no indication of violation of the
homogeneity of variance assumption); therefore, the equal variances assumed version of the
t test is the one that will be reported and interpreted.

IIssssuueess  iinn  DDeessiiggnniinngg  aa  SSttuuddyy

There are also some less formal conditions that should be considered. Each group in a
study that involves comparisons of group means should have a reasonably large number
of scores; in general, an n of fewer than 10 participants per group is too small for most
research situations. The empirical examples used in early chapters of this textbook
include very small numbers of observations to make it easy for readers to duplicate the
analyses by hand or to enter the scores into SPSS and reproduce the printouts. However,
such small numbers of observations are not intended as a model for research design;
larger sample sizes are preferable. Statistical power analysis (see Section 5.9) provides
more specific guidance for decisions about sample size.

Researchers should not only ask themselves whether they have a large enough number
of participants but also whether they have a large enough number of groups. The use of
the t test implicitly assumes that two groups are sufficient to assess the effects of the inde-
pendent variable. If there is any reason to suspect that the relation between the indepen-
dent variable (or treatment dosage level) and the outcome is curvilinear, then more than
two groups need to be included in the study to assess the relationship between variables.
For instance, in many studies of environmental psychology, researchers find that opti-
mum task performance occurs at moderate levels of arousal (rather than at high or low
levels). Detection of curvilinear relationships between treatment and outcome variables
requires at least three groups.

Also, as discussed below, the values of the independent variable (or the dosage levels of
the treatment) need to be far enough apart so that there is likely to be a detectable differ-
ence in outcomes. If a researcher wants to compare mental processing speeds between
“young” and “old” groups, for example, there is a better chance of seeing age-related differ-
ences in groups that are 20 versus 70 years old than in groups that are 40 versus 50 years old.

FFoorrmmuullaass  ffoorr  tthhee  IInnddeeppeennddeenntt  SSaammpplleess  tt TTeesstt

In introductory statistics, students are usually required to calculate the t test starting from
the individual scores in the two groups. This textbook focuses primarily on computational
formulas given in terms of intermediate results (mean, s, and n) for each group rather than
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