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10
t TESTS

CONSIDER THE FOLLOWING  
QUESTIONS AS YOU READ CHAPTER 10

• How does the distribution of t scores differ from the distribution of z scores?
• How can we use the t Table to make a hypothesis-testing decision?
• How do standard error and estimated standard error differ?
• How can we conduct t tests using statistical software?
• How does our hypothesis-testing procedure differ across t tests?

LEARNING OBJECTIVES FOR CHAPTER 10

• Correctly calculate estimated standard error for the three different t tests.
• Conduct a hypothesis test using each of the three different t tests.
• Identify the correct t test for different study designs.

Imagine this scenario: You do not believe in extrasensory perception (ESP), but you have a
friend who is a fervent believer and is spending large amounts of money going to psychics 

(see Photo 10.1). You and your friend decide to design a study to test if individuals who 
advertise as psychics can, in fact, predict the future to determine if data can be found to 
support your friend’s argument. (Remember that supporting your argument would be more 
difficult and require multiple studies because you can only provide evidence against the null 
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Chapter 10   ■   t Tests  259

hypothesis of no ability in a single research study. You cannot provide evidence in a study 
for the null hypothesis using the hypothesis-testing procedure.) There are many ways you 
could design such a study, but in this chapter, let’s consider a design where you use a simple 
card prediction task with a sample of psychics. In your study, you recruit a sample of 50 psy-
chics to perform this task. Each psychic participant is asked to perform 100 trials in which 
a researcher selects a card at random from a deck of 52 playing cards; the psychic’s task is to 
predict the suit (i.e., hearts, clubs, spades, or diamonds; see Photo 10.2) of the card selected. 
Thus, if the participants are guessing, their average accuracy rate should be about 25 correct 
trials out of the 100 total trials (or 25%). The guess rate tells us the population mean µ (i.e., 
µ = 25%) for people with no ESP, but it does not tell us the population σ, so we cannot use 
the one-sample z test we discussed in the 
last chapter because we cannot calculate 
the standard error (σ X ) needed for the 
denominator of the z score calculation. 
However, we can estimate it using the 
sample standard deviation to calculate an 
estimated standard error and then use a 
one-sample t test instead to look for evi-
dence against the null hypothesis.

Before we consider the t test, let’s 
briefly review the process of hypothesis 
testing with this example. Using hypothe-
sis testing, we can look for evidence in our 
sample data that counters the null hypoth-
esis that the population of psychics has no 
ESP (i.e., this population has an accuracy 
rate in the card prediction task equal to 
or lower than 25%). We will do this, as 
we did with the z test, by comparing our 
sample mean with the distribution of 
sample means for the general population 
of nonpsychics, which has a mean equal 
to the population µ of 25%. If we find 
that our sample mean is an extreme score 
in this distribution, there is a good chance 
that a distribution of sample means exists 
for psychics with a different population 
µ (e.g., a µ that is higher than our guess-
ing rate of 25%). Figure 10.1 illustrates 
this comparison for these distributions. 
Calculating an inferential statistic (for our example, a t score) will provide the location of 
our sample mean in the population distribution of sample means for the null hypothesis (i.e.,  
the general population of nonpsychics). This is shown in the distribution on the left in  
Figure 10.1. However, if the statistical value is an extreme score in this distribution, there 
is a good chance that it comes from a different distribution—one for a population of psy-
chics, shown on the right in Figure 10.1. Remember that these are hypothetical distributions 

Photo 10.1
Research question: 
Can psychics really 
predict the future?

©
iStock/logoff

Photo 10.2
Your study includes 
a card prediction 
task in which 
psychics are asked 
to predict the suit 
of a card chosen 
at random from a 
deck of cards.

©
iStock/R

ob_H
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estimated 
standard error: 
An estimate of 
sampling error 
that is determined 
from the standard 
deviation of the 
distribution of 
sample means 
using the sample 
standard deviation 
to represent 
the population 
standard deviation
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260  The Process of Research and Statistical Analysis in Psychology

because we cannot test the entire population of individuals, psychics or nonpsychics. Thus, 
we are proposing that the distribution on the right exists only if we find an extreme enough 
score in our test to suggest it does not belong in the distribution on the left (the population of 
people with no ESP). The p value for our inferential statistic indicates the probability of getting 
our t score in the distribution of sample means shown on the left for the null hypothesis. We 
did this in the last chapter with z scores by looking at the distribution of sample means after 
a z score transformation and then finding the p value for our z score in the new distribution. 
A comparison of the p value to our alpha level helps us make the decision to reject the null 
hypothesis (i.e., our sample mean likely belongs to the distribution on the right in Figure 10.1)  
or to retain the null hypothesis (i.e., our sample mean could belong to the distribution on 
the left; we do not have evidence supporting the existence of the distribution on the right). 
This comparison will tell us whether our sample mean is in the critical region(s) or not for 
null hypothesis distribution (the shaded potion of the distribution on the left labeled extreme 
scores). In the next section, we will look at the t score distribution a bit more to better under-
stand why a one-sample t test is the appropriate test for our study before we work through 
the hypothesis-testing steps to make a decision for our psychic study.

FIGURE 10.1  ■   Hypothetical Distributions for the Null and Alternative 
Hypotheses

Which distribution does the sample mean belong to?

Distribution of sample means
for null hypothesis

(nonpsychics)

Extreme
scores

Extreme
scores

µ = 25% µ > 25%?

Possible distribution of sample means
for alternative hypothesis

(psychics)

STOP AND THINK

10.1. For our psychic study, write out the 
alternative and null hypotheses. Is this a 
one-tailed or two-tailed test?

10.2. In order to use a one-sample z test in our 
psychic study, what else would we need  
to know?

10.3. Can you identify any sources of bias in 
the psychic study that might influence the 
results? How could we control for these 
biases in the study?
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THE t DISTRIBUTION
As you read in Chapter 9, when we do not know the population σ, we cannot use the  
z test because the standard error cannot be calculated exactly. Instead, we must estimate 
the population σ from the sample standard deviation. The chart in Figure 10.2 shows the 
portion of the inferential statistics flowchart for the one-sample t test when the σ is not 
known (look back at Figure 9.8 for the complete flowchart). What we will use instead is 
the estimated standard error with the following formula:

s
nX =
s

The estimated standard error is then substituted into the original z test formula to 
calculate the statistic t:

t
X
s
n

=
−( )µ

The statistic t distribution differs slightly from the statistic z distribution. As also 
described in Chapter 9, the central limit theorem states that the distribution of sample 
means will approach a normal distribution with a very large sample size. Thus, the larger 
the sample size, the closer t is to the value of z. Figure 10.3 illustrates this using degrees 
of freedom (df = n − 1) as the indication of sample size. The larger the df, the closer the 
distribution of t scores is to a normal distribution. For very large df, the t distribution 
will be the same as the z distribution. However, it will be slightly different from normal 
anytime the df are less than infinity, so it’s best to use the t test when we must estimate 
the population σ with the sample s. As you can see in Figure 10.3, the variability of the 
distribution increases with a smaller sample size. As I have discussed previously, this is 
what we expect because a smaller sample size makes it less likely that we are close to the 
population σ. Thus, the critical region(s) associated with our alpha level will change with 
the degrees of freedom. The t score that is the boundary of the critical region(s) will be 
higher as the sample size decreases. In other words, as the sample size increases, we will 
find that a smaller difference between the sample and population means results in a  
t score that falls in the critical region(s) for our sample.

In using t as an inferential statistic, we follow the same procedure covered in Chapter 9  
for the z test: We will calculate the t score for our sample and then consider where that 
t score falls in the distribution of t scores for the distribution of sample means when the 
null hypothesis is true. We will find the critical region(s) that denote the most extreme 
scores in the distribution. However, because the t distribution is a slightly different shape 
from the normal distribution, the p values will be different, and we must now use the t Table 
instead of the Unit Normal Table. You will find a t Distribution Table in Appendix D of 
this text. As we begin to use the t Table in the next section to conduct a one-sample t test, 
you will see that the table has a different structure from the Unit Normal Table. Instead 
of looking up a p value in the table, we will be looking up the t score(s) that borders the 
critical region(s) and comparing it to our calculated t score for our sample.
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262  The Process of Research and Statistical Analysis in Psychology

FIGURE 10.2  ■   Portion of the Statistical Test Decision Flowchart for a  
One-Sample t Test

Comparing means or
testing relationships?

Means

How many sample
means?

One

No

One-Sample
t Test

Is σ known?

FIGURE 10.3  ■   The Shape of the t Score Distribution Will Change as the 
Sample Size (Measured in Degrees of Freedom) Changes—It 
Becomes More Normal With Large df

Critical
region

0
t score 

0
t score 

Critical
region

Distributions of t scores for different dfs

df = 50 df = 30

df = 10

t score
0

Critical
region

Critical
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Critical
region
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ONE-SAMPLE t TEST
Now that we understand the t distribution a bit more and how it differs from the normal 
distribution of z scores, let’s use the one-sample t test to conduct a hypothesis test for our 
psychic study. We will go through each of the steps of hypothesis testing to review the 
steps and see how they differ for the one-sample t test as compared with the z test we con-
ducted in Chapter 9. You can follow the chart in Figure 10.4 as we go through the steps.

Step 1: State Hypotheses
In the Stop and Think section, 10.1 asks you to state the null and alternative hypotheses. 
Are you able to do this using the process covered in Chapter 9? Try it now; you can check 
your answers in the next paragraph.

For the alternative hypothesis for our psychic study, we will predict that the popula-
tion of psychics has a mean score on the card prediction task higher than 25%. Including 
scores lower than 25% in this hypothesis does not make sense because a lower-than-
chance accuracy rate would not indicate predictive ability and that is what we are testing 
here. Thus, we are conducting a one-tailed test with a specific direction of the effect of 
psychic ability on task performance. This means our null hypothesis will include the 
prediction that the population of psychics has an accuracy equal to or lower than 25%. 
Both of these results would indicate no ESP in our population.

Step 2: Set Decision Criterion
As is typical for behavioral research, we will set our alpha level at 0.05 (remember that 
this sets our chance of making a Type I error at 5% or less). Thus, our one critical region 
will be above the mean and contain 5% of the scores in the distribution.

Step 3: Collect Sample Data
In Step 3, we collect our sample data. Remember that for this example, our sample con-
tains 50 psychics to represent the population of all psychics. See Figure 10.4, Step 3, for 
sample mean and standard deviation.

Step 4: Calculate Statistics
Let’s now consider the hypothetical data that we might have collected in our psychic 
study. Figure 10.4 shows the sample mean we obtained of 27% accuracy on the card pre-
diction task. The standard deviation in the sample was 10%. Now we can calculate our 
estimated standard error and sample t. Our estimated standard error will be this:

sX = = =
10
50

10
7 07

1 41
.

.

We can include this value as the denominator of our t calculation:

t =
−( )

=
27 25

1 41
1 42

.
.
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264  The Process of Research and Statistical Analysis in Psychology

FIGURE 10.4  ■   Flowchart of the Steps of Hypothesis Testing for the Psychic 
Study Example

Alternative/Researchers’ Hypothesis:
Psychics do better than chance on card task.

One-Tailed Hypothesis Step 1: State hypotheses.

Step 2: Set decision criterion.

Step 3: Collect sample data.

Step 4: Calculate statistics.

Step 5: Make a decision.

Retain null hypothesis: Test is not signi�cant.

For this study, retain the null hypothesis.

t < tcrit

Alpha (α) = .05

Run study. Collect sample data.
50 psychics (X = 27%, s = 10%)

Calculate inferential statistics:
sX = 1.41, t = 1.42, df = 49

Compare t with tcrit = 1.677 for α = .05, one-tailed.

H1: In the population, the accuracy rate for psychics is higher
than the accuracy rate for nonpsychics.
H0: In the population, the accuracy rate for psychics is lower
than or equal to the accuracy rate for nonpsychics.
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We now just need the degrees of freedom term:

df n= = =− −1 50 1 49

With these values, we can use the t Table in Appendix D to look up the critical t 
value (tcrit) for a one-tailed test: df = 49, and α = 0.05. A portion of the table appears in  
Table 10.1. You must first choose the correct column based on your alpha level and 
whether you are conducting a one- or two-tailed test. Then you can find the correct row 
for your degrees of freedom. Looking at Table 10.1, you can see in the highlighted portion 
that our tcrit is 1.677 for our one-tailed test. Figure 10.5 shows where this tcrit value falls 
relative to our sample t score. Notice that it does not fall in the critical region.

TABLE 10.1  ■  A Section of the t Distribution Table

One-tailed .05 .025 .01

Two-tailed .10 .05 .02

df

35 1.690 2.030 2.438

36 1.688 2.028 2.435

37 1.687 2.026 2.431

38 1.686 2.024 2.429

39 1.685 2.023 2.426

40 1.684 2.021 2.423

41 1.683 2.020 2.421

42 1.682 2.018 2.419

43 1.681 2.017 2.416

44 1.680 2.015 2.414

45 1.679 2.014 2.412

46 1.679 2.013 2.410

47 1.678 2.012 2.408

48 1.678 2.011 2.407

49 1.677 2.010 2.405

50 1.677 2.009 2.404

Note: The entire table is shown in Appendix D, but not all degrees of freedom rows are shown in this 
appendix.
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FIGURE 10.5  ■  Distribution of t Scores for df = 49

Critical
region

0 +1 +1.677

Sample t = +1.42

Step 5: Make a Decision
When we use the t Table to conduct a t test, we must make a decision to reject or retain 
the null hypothesis by comparing our sample t score with the tcrit value from the table. 
The table does not provide exact p values as the Unit Normal Table does. However, if we 
use a software package (such as SPSS) to conduct our test, we can determine an exact p 
value to compare with α as we did in Chapter 9 (I will discuss using SPSS for this test 
in the next section). However, our completion of the t test by hand in this section using 
the t Table requires a comparison of our calculated t score and the tcrit from the table to 
determine if our t score falls in the critical region as shown in Figure 10.5. Note that when 
df equals infinity, the tcrit is the same as the zcrit that border the critical region(s) in the  
z distribution.

Figure 10.4 shows this comparison in Step 5 and the corresponding decision to retain 
the null hypothesis because our sample t score does not exceed the tcrit value from the 
table. This means that our sample t score does not fall in the critical region of the most 
extreme scores in the distribution (as shown in Figure 10.5). Thus, it is still fairly likely 
that the sample mean came from the distribution of sample means for the null hypoth-
esis. Our test does not support the alternative hypothesis that psychics have the ability 
to predict the suit of a card drawn from the deck at random, but it also does not provide 
evidence for the null hypothesis. We can say that the test is not significant because it 
failed to provide evidence against the null hypothesis. The best thing to do in this case 
would be to continue testing our hypothesis with additional samples and possibly some 
additional tasks to further test the null hypothesis.
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CONDUCTING A ONE-SAMPLE  
t TEST USING SPSS
As mentioned in the previous section, statistical software packages will calculate the 
estimated standard error and sample t score for us. Most software packages also provide 
the exact p value that corresponds to the sample t score, allowing researchers to compare  
the p value with their alpha level to make their decision. In this section, we will consider 
the process of using SPSS to conduct a one-sample t test.

Consider the example in Stop and Think 10.4. Suppose that this study had only 10 
participants with the mean recognition accuracy rates shown in Table 10.2 (we will 
assume that the scores in the population are normally distributed so that we can use a  
t test even though our sample size is small). How would these data look if we entered 
them into the data window in SPSS? Figure 10.6 shows the data window for these data. 
To conduct the one-sample t test for these data, choose Compare Means from the Analyze 
menu at the top. Select the One-Sample t Test option in the menu of tests. The window 
that opens will allow you to click the data column (labeled accuracy in Figure 10.6) into 
the Test Variable box on the right to indicate that this column contains the dependent 
variable to be analyzed. You also need to indicate the known mean for comparison in 
the Test Value box by typing it in. For this example, the test value is 50 (for the chance 
value of 50%). When you click the OK button, the analysis begins automatically, and the 
output will appear in the Output Window.

STOP AND THINK

10.4. Suppose 36 participants complete an 
experiment where ads are presented 
subliminally during a task (e.g., Coke 
ads are flashed at very fast rates during 
movie ads). Participants are then given 
a recognition test for images of the ads, 
where two images are presented and 
participants must choose which of the 
two was presented earlier. If participants 
are able to process the subliminal ads 
when they are first presented, then their 
performance should be above chance 
(50%). This is what the researcher 
predicts. However, if the ads were not 
processed and the participants are only 
guessing, then their performance should 
be similar to chance.

a. State the alternative and null 
hypotheses for this study.

b. The sample mean for this study was 
67% with a standard deviation of 12%. 
Calculate the sample t score for this 
study.

c. What decision should the researcher 
make about the null hypothesis in 
this study? (You can use Table 10.1 to 
find the tcrit.) What can the researcher 
conclude about their prediction from 
this decision?

10.5. Without looking at the table, for which 
sample size will there be a higher tcrit:  
n = 30 or n = 50? Explain your answer.
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TABLE 10.2  ■   Data for 10 Participants for the Subliminal Ad Example Study 
(See Stop and Think 10.4 for Details)

Participant 1 56

Participant 2 60

Participant 3 49

Participant 4 35

Participant 5 51

Participant 6 65

Participant 7 70

Participant 8 44

Participant 9 58

Participant 10 47

FIGURE 10.6  ■   View of Data Window in 
SPSS With Subliminal 
Ad Study Data

A view of the output window can be seen in 
Figure 10.7. The output from the test contains several 
important values. The sample mean can be seen in the 
first box along with the standard deviation and esti-
mated standard error. These are the standard descriptive 
statistics included in the output for a t test. The t test 
values are included in the second box in the output. The 
t value (1.064 for this example), the df, and the p value 
listed in the Sig. (for significance) column are shown 
in this box. Thus, unlike our hand calculation of the  
t score in the previous section, with SPSS, we can com-
pare p to α as we did in Chapter 9. The default test in 
SPSS is a two-tailed test, but you can convert the value 
to a one-tailed test by dividing the p value in half if the 
means differ in the predicted direction (remember that 
the one-tailed test has a critical region at one end of the 
t distribution that is twice the size of the critical region 
for a two-tailed test—thus, the one-tailed test has a  
p value that is half the p value for the two-tailed test).

The p value in the output for this example is 0.315. If 
there was an effect of the ads, we expected the mean rec-
ognition score to be higher than 50%. In other words, 
a one-tailed test is warranted. Thus, we must divide the 
given p value in half to obtain a p = 0.1575 for this one-
tailed t test. As this value is not equal to or lower than 
our alpha of 0.05 (our chosen alpha level for this exam-
ple), the null hypothesis cannot be rejected and must 
be retained. In other words, there is no evidence that 
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participants in this experiment remembered the subliminal ads because their performance 
was not better than what is expected by chance.

If you were asked to report the outcome of this test in APA style, you might include 
a statement such as “The mean recognition score for subliminal ads (M = 53.50) was not 
significantly higher than the chance value of 50%, t(9) = 1.06, p = 0.16, one-tailed.” 
The statistical values (rounded here to two significant digits) are given as support for a 
statement about the results of the study. If a two-tailed hypothesis had been made for 
this study, then the result would be reported as “not significantly different” instead of 
“not significantly higher” because we would expect a difference in either direction for a 
two-tailed hypothesis.

FIGURE 10.7  ■   Output Window From the One-Sample t Test for the Subliminal 
Ad Study

SUMMARY OF STEPS

• Type the data into a column in the data 
window.

• Choose Compare Means from the Analyze 
menu at the top.

• Choose One-Sample t Test from the list of 
tests.

• In the Variable window, click your data 
column into the Test Variable box.

• Enter your known population mean (µ) into 
the Test Value box.

• Click OK; your statistics will appear in the 
Output window as shown in Figure 10.7.

• Compare the p value from the Sig. column to 
your alpha level.
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STOP AND THINK

10.6. Use the following data to conduct a one-
sample t test (with α = 0.05) to determine 
if the score on a standardized test (for 
scores that are normally distributed) 
with a known population mean of 100 is 
influenced by a new instructional method:

95, 105, 110, 90, 120, 110, 100, 95, 105, 
125, 80, 100, 120, 115, 115, 120, 120, 105

10.7. Use the output shown in Figure 10.8 for a 
new data set to decide which decision is 
appropriate for a two-tailed test with an 
alpha level of 0.05: to reject or retain the 
null hypothesis.

FIGURE 10.8  ■  SPSS Output for Stop and Think 10.7

ONE-SAMPLE t TEST ASSUMPTIONS
Each of the inferential tests that we will discuss in this text will have some assumptions 
that must be met in order to use the test. I will present these assumptions for each new 
statistic at the ends of the sections that introduce that statistic. In this chapter, I will list 
the assumptions for the t statistic that our study must meet so that we can use a t test.

There are two assumptions that a researcher must know to be true in order to use a  
t test:

1. The population the sample is drawn from must be normally distributed. This 
assumption is necessary in order to ensure that the values in the t Table are 
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accurate. However, when the sample size n is larger than 30 and the sample 
was selected at random from the population, violating this assumption does not 
change the critical t values enough to change the outcome of the hypothesis 
test because the distribution will be normal. Thus, this assumption is not very 
important if your sample size is large enough. However, if you use a small 
sample size in your study and you analyze the data with a t test, this will be an 
important assumption to verify for your population.

2. The scores in your sample must be independent observations. This means 
that the scores cannot be related in some systematic way to each other. If, for 
example, the data of one subject affects the data you collect for another subject, 
then the scores in your data are no longer independent. Thus, your sample must 
be chosen such that the scores do not affect each other. An extreme example of 
how this assumption could be violated in our psychic study would be if we tested 
more than one psychic at the same time in different rooms. If the rooms were 
not soundproof, the participants might be able to hear each other’s responses and 
change their response based on what they heard the other person say. If we set up 
our study this way (a very bad idea), then our observations would no longer be 
independent because the responses of one participant depend on the responses of 
other participants.

It is important to be aware of these assumptions whenever you choose a t test to analyze 
your data.

SAMPLES WITH RELATED  
OR PAIRED DATA
Let’s consider once again the psychic study example. Recall that you are testing the 
hypothesis that the population of psychics has ESP and can predict the suit of a randomly 
drawn playing card at a rate higher than chance (i.e., 25%). In the last section, we looked 
at a study testing this hypothesis in which a sample of psychics was tested with the card 
prediction task. No evidence was found in that study to reject the null hypothesis, which 
states that the population of psychics can predict the card suit no better than chance 
(which is the rate expected in the population of people who are not psychics). Thus, we 
found no evidence for the hypothesis that psychics have ESP, but we also could not find 
evidence against this hypothesis in our hypothesis-testing procedure. Therefore, we need 
to continue testing the hypothesis.

Suppose that after seeing the results of the first study, your friend who believes that 
psychics have ESP suggests to you that perhaps psychics need their normal fortune-telling 
environments (e.g., low lighting, candles, a crystal ball) in order to accurately predict the 
card suit (see Photo 10.3). To test this idea, you decide to do another study with a sam-
ple of psychics tested both in a fortune-telling environment and in the lab environment 
you used in the previous study. In this new study, a new sample of 50 psychics will each 
perform the card prediction task in both the fortune-telling environment and the lab 
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environment. They will complete 100 
trials of the task in each environment, 
and their accuracy rate will be measured 
for each environment. This study is con-
sidered a within-subjects design because 
all the psychic participants will complete 
the same task in two different environ-
ments. This type of design is different 
from the design we used in our first 
psychic study in the last section. In this 
new study, we are no longer comparing 
a single sample with a known popula-
tion mean. Instead, we are collecting 
data twice—once in the original envi-
ronment and once in the fortune-telling 

environment—from a single sample to see if there is a difference between their average 
scores in the two environments. This will provide another test of the hypothesis that they 
have ESP—in this case, we expect a difference between the environments because the 
hypothesis is that they have ESP only in the fortune-telling environment.

In this section, we will consider how to test hypotheses with a single sample under 
different conditions. For our new psychic study, we will compare data on the card pre-
diction tasks for two environments: a lab environment and a fortune-telling environment 
for this one sample. This will be done using a within-subjects design. In this design, each 
participant in the study will give you two accuracy rates—one in the lab room and one 
in the fortune-telling room. Other common within-subjects designs include comparisons 
of data before and after some event or treatment has occurred. In this way, we can deter-
mine if the scores on a measure have changed from before and after some treatment of 
interest (e.g., a new teaching method). This is known as a pretest–posttest design because 
you are comparing scores for a sample from before the treatment (the pretest) to after the 
treatment (the posttest).

Another way to examine related or paired data is using a matched design. In a matched 
design, participants are paired across the treatment conditions on some variable of inter-
est. For example, suppose an instructor wants to compare the use of online quizzes to 
help students learn the material in her course. To test this hypothesis, she might decide 
to compare final exam scores in two sections of her course—one that is given the online 
quizzes and one that is not given the quizzes. However, she might be concerned that 
there are more students in one section who already know more of the material than the 
students in the other section. To control for this source of bias across the sections, she 
could use a matched design in which students are matched in pairs across the two sections 
based on their preexisting knowledge of the course material before they start the course. 
This can be accomplished by giving a test to all the students at the start of the semester 
and matching the students into pairs who have the same or similar scores on the test—
with one member of each pair in each section. Figure 10.9 shows how this can be done. 
Matched designs can also be done with twins to match genetics and/or upbringing in a 
study or couples to examine differences across members of the couple while matching the 
dynamics of the relationship within each couple.

Photo 10.3
Research question: 
Does psychics’ 
ESP depend on the 
environment they 
are in?
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FIGURE 10.9  ■   A Matched Design Comparing Two Sections’ Final Exam 
Scores—One Section Given Online Quizzes and the Other 
Section Not Given the Quizzes

Subjects matched on
test score:

Subject pair 1: 56%
Subject pair 2: 72%,
etc.

Each subject (A and B)
from each pair in a
different section

Students in 1st
section

Subject 1A, 2A, etc.

Group A

Online quizzes

Final exam taken by all students and pairs of scores are analyzed

No online quizzes

Group B

Subject 1B, 2B, etc.

Students in 2nd
section

Matched Design (Between Subjects)

In a related or paired samples t test, we compare scores that are related in some way 
(i.e., the same subjects or pairs of subjects matched on some characteristic), conducting 
the test in a very similar way to the one-sample t test case covered in the previous section. 
In the case of related samples, we will use the difference scores between the pairs of scores 
for each match as our dependent variable and compare the difference score mean with 
the difference expected if there is no difference: µ = 0 (or with a specific difference that 
is expected in the population). In other words, we combine the two sets of scores into a 
single score (i.e., the difference score) so that we have a single sample mean to compare 
with a population mean. Our new test conducted this way is the related or paired samples 
t test (both labels are given because related and paired labels are used frequently).

Let’s consider our new psychic study to see how this is done. Imagine that we have 
conducted our study. Our new sample of 50 psychics has participated in the study in 
which each psychic has completed the card prediction task in a lab room and in a room 
set up as a fortune-telling environment (see Photo 10.3). Which room they use first is 
decided randomly such that half of the psychics complete the task in the lab room first 
and half of them complete the task in the fortune-telling room first. This is done to 
ensure that room order does not affect the results. Figure 10.10 shows the design of this 
study. You can see in this figure that each participant has an accuracy score for each 
room. However, in order to test our hypothesis about whether there is a difference in 
accuracy across the room types, we need to calculate the difference scores between the 
rooms for each participant.
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To calculate our difference scores, we simply need to subtract the score for each psy-
chic while in the fortune-telling room from their score while in the lab room. In other 
words, the difference score will equal Xfortune-telling − X lab. We will need to calculate this 
difference score (D) for each participant. Thus, from Figure 10.10, for S1 = (20−28) = −8,  
S2 = (26−19) = 7, S3 = (29−25) = 4, . . . S50 = (22−15) = 7. We can then calculate the 
mean of the difference scores, D, by adding up all the difference scores and dividing 
by the total number of subjects, as we have done in calculating the mean for any set of 
scores. In the next section, we will work through all of the hypothesis-testing steps for our 
related samples t test and consider a new formula for t.

FIGURE 10.10  ■  Design of the Within-Subjects Psychic Study

Within-Subjects Psychic Study

Sample of 50
psychics

Task in lab room

Scores:
S1 = 28, S2 = 19, S3

= 25, . . . S50 = 15

Scores:
S1 = 20, S2 = 26, S3

= 29, . . . S50 = 22

Task in
fortune-telling

room

Psychics complete task in
both rooms in random

order (S1, S2, S3, . . . S50)

Difference
scores calculated for

each subject

STOP AND THINK

10.8. For the online quizzes study shown in 
Figure 10.9, is this an experiment? Why 
or why not? How about our new psychic 
study shown in Figure 10.10? Is this an 
experiment? What are the differences 
between the designs of these studies?

10.9. What are the null and alternative 
hypotheses for our new psychic study? Be 
sure to state these hypotheses in terms of 
populations of difference scores.
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CALCULATING A RELATED OR  
PAIRED SAMPLES t TEST
Let’s continue with our new within-subjects psychic study to work through our hypothe-
sis-testing process and see how the process will change for our new t test.

Step 1: State Hypotheses
Were you able to state the hypotheses for the study in Stop and Think 10.9? If so, they 
should match the hypotheses listed here:

H1: In the population, the mean difference score should be greater than zero.

H0: In the population, the mean difference score should be less than or equal to zero.

Why did we compare our sample mean for difference scores to zero? We compare the 
sample mean to zero because if there is no effect of room type on prediction accuracy, then 
we expect no difference between the scores the participants provide in the two rooms. 
Thus, on average, the difference scores will be zero. Why did we include less than . . . zero 
as part of the null hypothesis? We include less than . . . zero in the null hypothesis because 
a negative difference score would indicate higher accuracy in the lab room than in the for-
tune-telling room. This is not what we expect for our psychics. We specifically predicted 
higher accuracy for the fortune-telling room as our researcher’s hypothesis; thus, our alter-
native hypothesis is one-tailed with a greater than zero predicted direction. To understand 
what the positive and negative difference scores tell us about our prediction, we must pay 
attention to the order in which we do our subtraction when calculating the difference 
scores. In our psychic study, we calculated difference scores as Xfortune-telling − Xlab. This means 
we expect a positive difference score mean if our hypothesis is correct. However, it is also 
possible that we would be expecting a negative difference if we expected the lab setting 
to show higher accuracy in the task and we considered this mean difference in our study. 
Thus, it is important to consider which condition we expect will be higher in our study 
and set up our mean comparison to reflect the difference score (positive or negative) that 
we expect in our hypothesis.

Step 2: Set Decision Criterion
Once again, we will set our alpha level at .05. Thus, our one critical region will contain 
positive mean difference scores and contain 5% of the scores in the distribution.

Step 3: Collect Sample Data
In Step 3, we collect our sample data. Our sample contains 50 psychics that represent the 
population of all psychics. Each of the psychics in our sample will provide two accuracy 
scores: one for the lab room and one for the fortune-telling room. However, our test relies 
on an analysis of the difference scores, so our difference scores will be our dependent 
variable of interest in this study, calculated as Xfortune-telling − X lab.
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Step 4: Calculate Statistics
Once we have the difference score data from our sample, we are ready to calculate the 
statistics for our sample. We first need to calculate the sample mean for the difference 
scores, D.  We will also need to calculate the standard deviation for our difference scores, 
sD ,  in order to calculate the estimated standard error, which will serve as the estimate 
of sampling error in our t calculation. Figure 10.11 shows the portion of the inferential 
statistics flowchart for the paired samples t test. Let’s assume that our descriptive statistics 
for the psychic sample are D = 1 0.  and sD = 2 9. . With these values and our sample size, 
n, we are ready to calculate the estimated standard error:

s s
nD
D= = = =

2 9
50

2 9
7 07

41. .
.

.

We can then insert the sD  value into our t formula:

t
D

s
D

D

=
−

=
−

=
µ 1 0

41
2 44

.
.

Now, we can use the t Distribution Table in Appendix D to find our tcrit value. But we’ll 
need the df in order to find the correct value for our sample size:

df n= − = − =1 50 1 49

Because our alpha and df are the same as in our psychic study from earlier in the chap-
ter and we are again conducting a one-tailed test, our tcrit will be the same (tcrit = 1.677). 
Thus, our critical region is the same as the one shown in Figure 10.5. However, our sample 
t value is higher here and falls in a different place in our t distribution. Let’s see how this 
changes our decision.

Step 5: Make a Decision
Remember that with a hand-calculated t test, we must compare our sample t score with 
the tcrit value from the table to decide if we have evidence against our null hypothesis. If 
our sample t score falls in the critical region, we can reject the null hypothesis. For this 
study, our sample t is greater than the tcrit, and because our alternative hypothesis predicts 
a positive t score (which is what we have from our sample), we have enough evidence here 
to reject the null hypothesis and conclude that accuracy is higher for our psychics in the 
fortune-telling room than in the lab room. Our study provides evidence that the room 
does have an effect on psychics’ accuracy rates. However, we will still need more testing 
of our hypothesis that their accuracy is higher than chance because we did not yet find 
evidence for this hypothesis. We only know that it is higher in one type of room than 
another type. And, of course, there is a chance that we made a Type I error here and 
rejected the null hypothesis when it is actually true. So further testing is warranted (we 
will consider one more study for this hypothesis later in this chapter).
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FIGURE 10.11  ■   Portion of the Statistical Test Decision Flowchart for a Paired 
Samples t Test

Comparing means or
testing relationships?

Means

How many sample
means?

Two

Between subjects or
within subjects?

Within Subjects Between Subjects

Matched Samples

Paired samples
t test

STOP AND THINK

10.10. Suppose 36 participants complete an 
experiment where ads are presented 
subliminally during a task (e.g., Coke 
ads are flashed at very fast rates during 
movie ads). Participants are then given 
a recognition test for images in the 
ads in which two images are presented 
and participants must choose which 
one of the two was presented earlier. 
However, the researcher wants to know 
if standard ads (e.g., a glass of Coke 
being poured over ice) are remembered 
differently than emotional ads (e.g., a 
person drinking a Coke is tightly hugging 
another person). To test this, each of the 
36 participants completes the recognition 
task for both types of ads (i.e., when first 
presented, both types of ads are shown 
in a random order and recognition trials 
are included for both types of ads). Thus, 
each participant will have a separate 

recognition score for standard and 
emotional ads.

a. State the alternative and null 
hypotheses for this study.

b. The sample mean for the difference 
scores in this study was 15% with a 
standard deviation of 5%. Calculate 
the sample t score for this study.

c. What decision should the researcher 
make about the null hypothesis in 
this study? What can the researcher 
conclude about their prediction from 
this decision?

10.11. Suppose the study described in 10.10 was 
conducted with two separate samples of 
participants—one that received standard 
ads and one that received emotional 
ads. Describe how this study might be 
conducted with a matched pairs design.
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CONDUCTING A RELATED OR PAIRED 
SAMPLES t TEST USING SPSS
As with the one-sample t test, SPSS will also calculate a related or paired samples t test 
for you, providing the exact p value for your sample t score. Consider the example study 
described in Stop and Think 10.10. This is a within-subjects design comparing recogni-
tion performance for two types of subliminal ads: standard and emotional. Suppose you 
conducted this study with 10 participants. If you had done so, you might have obtained 
the data shown in Figure 10.12. Notice how the data are organized in this window: There 
is a row for each subject in the study and separate columns for the recognition scores for 
the two types of ads. This is how you would enter data for a within-subjects or matched 
design into SPSS. Because the scores come from either the same subjects or pair of sub-

jects, each score from that subject or pair goes in 
the same row with separate columns for scores from 
each condition.

To run the test, choose the Paired Samples  
t test in the Compare Means portion of the Analyze 
menu. To compare the two types of ads, click the 
Standard column to add it as Variable 1 and then 
the Emotional column as Variable 2. Then, click the 
arrow to add them as a Paired Variable. When you 
click OK, the test runs, and the output appears in 
the Output window.

The output indicates descriptive statistics in  
the first box and the test statistic and p value in 
the third box labeled Paired Samples Test (see 
Figure 10.13). For this study, the t value is −2.624 
with a p value of .028. In this case, the p value 
is lower than alpha of .05. Therefore, the null 
hypothesis (that there is no difference between 
the ad types) can be rejected and the alternative 
hypothesis (that there is a difference between the 
ad types) is supported. The means indicate which 
ad type was remembered better: In this study, the 
emotional ads (M = 66.3) were remembered better 
than the standard ads (M = 53.5), t(9) = −2.62,  
p = .03. The second box of the output provides 
a test of the relationship between the two sets of 
scores (see Chapter 12 for more information about 
tests for relationships).

FIGURE 10.12  ■   SPSS Data Window for 
the Subliminal Ad Study 
With 10 Participants
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SUMMARY OF STEPS

• Type data for each condition in separate 
columns in the data window: one row per 
subject or matched pair of subjects.

• Choose Compare Means in the Analyze 
menu.

• Choose Paired Samples t test from the list of 
tests.

• Click on each column in the window to add 
them as Variable 1 and Variable 2.

• After the two conditions are indicated as the 
variables, click the arrow to add them as a 
Paired Variable.

• Click OK to run the test and look for the 
p value in the Sig column under Paired 
Samples Test in the Output window to 
compare with your alpha level.

STOP AND THINK

10.12. You are trying to decide whether you 
should purchase paper copies of the 
textbooks required for your courses next 
semester or purchase the online copies 
of the texts that are much cheaper. 
You are concerned that with the online 
texts, staring at the computer screen 
may be too distracting because you 
also receive texts and instant or chat 
messages on your computer. To help 
you make this decision, you look at the 
research done on paper versus computer 
text reading. You find a study that had 
participants read two passages about 
two different topics. Each participant 
read both passages—one as a paper 
copy and one on the computer screen. 
After a distractor task lasting 30 min, 
the participants were tested for their 

comprehension of the passages with 
a multiple-choice test containing 10 
questions about each passage. Their 
scores were then input into SPSS, and 
a paired samples t test was conducted. 
Use the SPSS output in Figure 10.14 to 
answer the following questions:

a. What is the sample t score for the 
difference scores?

b. What is the p value for the sample  
t score?

c. Assuming the researchers used 
an α = .05, what does this test tell 
you about comprehension of paper 
versus computer text? Does this help 
you decide which types of texts you 
should buy? Why or why not?

PAIRED SAMPLES t TEST ASSUMPTIONS
The assumptions that must be satisfied to use the related or paired samples t test are sim-
ilar to those of the one-sample t test:

1. The population of difference scores must be a normal distribution. Recall that 
this assumption is needed to ensure the accuracy of the tcrit values in the t Table. 
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FIGURE 10.14  ■   SPSS Output for the Paired Samples t Test Run for the Study Described in Stop 
and Think 10.12

However, as was the case with the one-sample t test, violating this assumption 
will not change the outcome of the test for sample sizes greater than 30  
(i.e., df = 30 or higher).

2. The scores from different participants or pairs of participants must be 
independent. This means that across the subjects (or across the pairs of subjects 
for matched designs), the scores cannot depend on the scores of the other 
participants (or pairs). However, because scores will be related for the same or 
pairs of subjects by definition, this assumption does not apply to scores within 
subjects or pairs of subjects.

Paired Samples Statistics

Mean N Std. Deviation
Std. Error 

Mean

Pair 1 Paper Text 6.3000 10 1.41814 .44845

Computer 
Text

5.8000 10 1.87380 .59255

Paired Samples Correlations

N Correlation Sig.

Pair 1 Paper Text and Computer Text 10 .109 .765

Paired Samples Test

Paired Differences

t df

Sig. 
(two- 
tailed)Mean

Std. 
Deviation

Std. 
Error 
Mean

95% Confidence 
Interval of the 

Difference

Lower Upper

Pair 1 
Paper Text

Computer 
Text

.50000 2.22361 .70317 −1.09068 2.09068 .711 9 .495
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INDEPENDENT SAMPLES
In the last section, we considered a study where we found evidence for a difference in 
psychics’ prediction abilities in lab and fortune-telling environments. However, we are 
still lacking evidence for our original prediction from the beginning of the chapter that 
psychics do have ESP that allows them to predict the suit of a randomly drawn card in 
our card prediction task. Earlier in the chapter, we tested this hypothesis with a single 
sample of psychics who performed our card prediction task, but our sample did not show 
an accuracy rate significantly greater than the chance guessing rate of 25%. Thus, we still 
need to conduct further tests of our hypothesis because a nonsignificant result provides 
evidence neither for nor against the alternative hypothesis. In this chapter, we will con-
sider a more common design used to test hypotheses in behavioral research in which two 
samples are compared for two possible populations that differ on the factor of interest in 
the study.

In the new study to test our hypothesis, we will test both self-proclaimed psychics 
in our card prediction task and a sample of nonpsychics. The sample of psychics will 
represent the population of psychics, and the sample of nonpsychics will represent the 
population of nonpsychics. We will compare the mean accuracy rates for the two samples 
to test the hypothesis that the two populations (psychics and nonpsychics) have different 
population means for card suit prediction accuracy. Figure 10.15 illustrates the design 
of this study. Our null and alternative hypotheses will be stated as comparisons of the 
population means for these two populations with the sample means and sample variabil-
ity used to calculate our sample t score. With two samples to compare, we will use the 
independent samples t test to complete our hypothesis-testing process for this new study.

Our new study design is a between-subjects design because it involves the comparison 
of two separate and independent samples. The samples may be drawn from different pop-
ulations, as in our new psychic study, or come from the same population but be exposed 
to different treatment conditions.

For example, suppose you wanted to know whether rereading one’s notes from lec-
tures or taking quizzes is a better study technique for exams (a two-tailed test would 
be used here because there is no prediction about which one is better). To answer this 
question, you might conduct a study in which you recruit a sample from the population 
of students at your school to participate in the study. The students in the sample might 
then be randomly assigned to one of two conditions: (1) a condition in which they read 
a paragraph of text about a topic and then reread the paragraph before a multiple choice 
test about the topic or (2) a condition in which they read the paragraph of text and then 
attempt to recall the main ideas from the paragraph before taking the topic test. In 
this study, the group of students that reread the paragraph represents the population of 
students who use this study technique, and the group of students that recall the ideas 
from the paragraph represents the population of students who use this study technique 
(see Figure 10.16). The mean and variability for the multiple-choice test scores for each 
sample can then be calculated to compare them using an independent samples t test. The 
top part of the t score calculation will contain the mean difference observed between the 
samples, and the bottom part of the t score calculation will contain the mean difference 
expected by chance due to sampling error (i.e., these are different samples drawn from 
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the population of students, so we wouldn’t expect the two samples to always have the 
same mean test score even if they used the same study technique). The t test is then 
completed in the same way we have done in the previous two chapters: finding the tcrit 
value in the t Table and deciding if our sample t score is in the critical region(s) for the  
t distribution based on the distribution of sample means. If it is, we have evidence 
against the null hypothesis and can conclude that the populations in the different treat-
ment conditions have different mean scores. If our sample t score is not in the critical 
region(s), we cannot conclude that the population means are different and must retain 
the null hypothesis.

Consider the mean data shown in Figure 10.17. These data show the mean memory 
score on a final memory test after two groups of participants used the two study tech-
niques described here (rereading the paragraphs or recalling the main ideas from the 
paragraphs) before taking a final memory test on the paragraph topic. These data came 
from a study conducted by Roediger and Karpicke (2006) in an experiment in which 
they waited 2 days (a realistic amount of time between the study time and the time of 
the test) before giving a final memory test after the participants studied the paragraph 
information using one of these two techniques. These researchers directly compared these 
two conditions using an independent samples t test and found that the difference was 
significant, meaning that the t score for their sample was within the critical regions of the 
t distribution for an alpha level of .05.

FIGURE 10.15  ■   New Study Design for the Comparison of Two Samples: 
Psychics and Nonpsychics
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FIGURE 10.16  ■   Comparison of Populations of Students Using Two Different 
Study Techniques in a Two-Tailed Test
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STOP AND THINK

10.13. For our new psychic study with psychic 
and nonpsychic samples, is this an 
experiment? Why or why not?

10.14. For the study technique example just 
described, is this an experiment? Why or 
why not?

Estimating Sampling Error for Two Samples
One important difference between the way we calculate the sample t score for a 
between-subjects design and the one-sample and related samples designs is the way we 
estimate sampling error with the estimated standard error. Up to this point, we have 
calculated the estimated standard error with the standard deviation (from the one sample 
or the difference scores) divided by the square root of the sample size n. In formula form, 
for one-sample designs it is this:

s s
nX =

For difference scores from the same sample of participants or a matched pair of partic-
ipants, the formula is as follows:

s s
nD
D=
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You could also write this formula using the variance instead of the standard deviation 
(remember that the variance is just the standard deviation squared):

s
s
n s

s
nX D
D= =

2 2

and

This works because taking the top part of this formula is the same (algebraically) as the 
top part of the first set of formulas we’ve been using (i.e., the square root of a squared num-
ber is just the number itself ). And how do we calculate the variance for a sample? If you 
review how we calculated the standard deviation in Chapter 6, you will find this formula:

s SS
n

=
−1

SS is the sum of squared deviations of the scores from the mean. The variance is the 
square of the standard deviation, so if we remove the square root symbol, our formula for 
the variance of a sample is as follows:

s SS
n

2

1
=

−

It is also the SS divided by the df (remember, df = n − 1).

FIGURE 10.17  ■   Comparison of Mean Memory Scores for Two Study 
Techniques Tested by Roediger and Karpicke (2006) With a 
Two-Day Delay Between Study and Final Test
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Why am I showing you all these different ways to write the same formula? Well, in 
order to calculate the estimated standard error for two samples, we’ll need to use these 
terms (SS, s2, df ) in order to first calculate the pooled variance for the samples. This is 
a value that is the variance for two samples with the size of the sample considered in the 
calculation. This is important because in some cases, the sample sizes will be different 
across groups (e.g., n = 25 for one group and n = 28 for the other group), and we need to 
determine one standard error term for both groups. The pooled variance is denoted by sp

2  
and is used to calculate the estimated standard error, sX X1 2−  for the bottom of our sample 
t score calculation. This will serve as the estimate of sampling error in our independent 
samples t test and is based on the variability from the two samples in the study. We will 
examine how to conduct the independent samples t test for our new psychic study in the 
next section.

CALCULATING THE INDEPENDENT  
SAMPLES t TEST
Let’s go back now to our new psychic study and consider how we can compare mean 
accuracy scores on the card prediction task for our two samples (see Figure 10.16).  

pooled variance: 
The combined 
variance terms 
for two samples 
weighted by the 
sample size of 
each sample

FIGURE 10.18  ■   Portion of the Statistical Test Decision Flowchart for an 
Independent Samples t Test
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We can follow the same steps for hypothesis testing as we have done in previous  
sections of this chapter. The step that will change a bit is the calculation of  
statistics step.

Step 1: State Hypotheses
What are our hypotheses for the new study? Remember that we will state these as dif-
ferences between populations. Our prediction is that the psychics will have a higher 
accuracy score than the nonpsychics, so we can state our alternative hypothesis as follows:

H1: The population mean for psychics will be higher than the mean for the population of 
nonpsychics or µpsychics > µnonpsychics..

This means that our null hypothesis will state that the means are equal or that the 
nonpsychics’ mean will be higher:

H0: The population mean for psychics will be less than or equal to the mean for the 
population of nonpsychics or µpsychics ≤ µnonpsychics..

Step 2: Set Decision Criterion
Once again, we will set our alpha level at .05. Thus, our one critical region will be above 
the mean difference score (i.e., µ µpsychics nonpsychics− ) of zero and contain 5% of the scores in 
the distribution.

Step 3: Collect Sample Data
In the current study, we are looking at two samples of data. Let’s suppose that although 
we recruited 50 psychics and 50 nonpsychics, only 45 of the psychics showed up (the 
other 5 had clients that day). Thus, our samples have different sizes, npsychics = 45 and  
nnonpsychics = 50. For each sample, we will need to determine the mean accuracy score and 
the variance to determine the pooled variance in Step 4.

Step 4: Calculate Statistics
Now, let’s calculate our descriptive and inferential statistics. Figure 10.18 shows the portion 
of the inferential statistics flowchart for the independent samples t test. Let’s suppose the 
mean accuracy score for the psychics was 26% and the mean accuracy score for the nonpsy-
chics was 25%. We also need to calculate the variance from the individual scores in each 
sample using the formula given earlier in the chapter that includes the SS and df values. 
Let’s use these values: SSpsychics = 550, SSnonpsychics = 350 and dfpsychics = 45 − 1 = 44, dfnonpsychics =  
50 − 1 = 49. We can now calculate the pooled variance using the following formula:

s
SS SS
df df

psychics nonpsychics

psychics nonpsychics
p
2 =

+

+
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This formula will take into account the variability in each sample using the sum of 
squares (SS) and the sample size of each sample (using df ). Remember that the variance 
for one sample is the SS divided by the df, so here we have a formula that combines these 
values for the two samples. So, for our study, we have the following:

sp
2 550 350

44 49
900
93

=
+
+

= = 9.68

Thus, our pooled variance is 20.93. This is a variance term that combines the variability 
from our two samples. This value will be used to calculate the estimated standard error for 
our sample t score with the formula

s
s

n
s

nX X
psychics nonpsychics

1 2

2 2

− = +p p

In other words, the estimated standard error is the square root of the sum of the 
pooled variance divided by each sample size. This is analogous to the estimated stan-
dard error from our single sample in which we had the standard deviation divided by  
the square root of n. Because we have a variance term, the top part is also under the 
square root, and because we have two samples, we need to add in the value separately for 
each sample based on its sample size. Thus, our estimated standard error for the current 
study is this:

sX X1 2 45 50− = + = + =
9.68 9.68 .215  .194 .64

Our sample t score is also calculated using the values for each sample. The actual mean 
difference minus the expected mean difference is the top of the equation and the estimated 
standard error representing the mean difference expected by chance (i.e., sampling error) 
is the bottom of the equation:

t
X X

sX X

=
−( ) − −( )

−

1 2 1 2

1 2

µ µ

The ( )µ µ1 2−  difference is the mean population difference expected under the null 
hypothesis, just as it was for our related or paired samples t test (typically, zero). We can 
now substitute in our sample statistics:

t
X X

s
psychics nonpsychics psychics nonpsychics

X psych

=
−( ) − −( )µ µ

iics nonpsychicsX

t

−

=
−( ) −

= =
26 25 0

64
1
64

1 56
. .

.

We now have our sample t score and can move on to Step 5 to make a decision.
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Step 5: Make a Decision
In Step 5, we need to compare our sample t score with the tcrit value from the t Distribution 
Table. We will need to know our alpha level (.05), our total df: df1+2 = df1 + df2 = [(45 − 1) +  
(50 − 1)] = 44 + 49 = 93, and whether we have a one- or two-tailed test (one-tailed). Using 
this information, our tcrit from the table is tcrit = 1.658 (this is the more conservative value 
from the table for df = 120, the closest value to df = 93). Comparing our sample t score 
with this tcrit, we find that tsample < tcrit. Thus, our sample t is not in the critical region, and 
we cannot reject the null hypothesis. Although we still cannot use this as evidence for 
the null hypothesis, the results from this study provide one additional set of data that is 
inconsistent with our hypothesis that psychics have ESP. We are slowly building a case 
against the idea that psychics have ESP that helps them predict the suit of a card chosen 
from a deck of cards.

STOP AND THINK

10.15. Suppose 36 participants complete an 
experiment where ads are presented 
subliminally during a task (e.g., Coke 
ads are flashed at very fast rates during 
movie ads). Participants are then given 
a recognition test for images of the 
ads, where two images are presented 
and participants must choose which 
one of the two was presented earlier. 
Both men and women (18 of each 
gender) participate in the study, and the 
researcher predicts that the recognition 
accuracy will differ across gender.

a. State the alternative and null 
hypotheses for this study.

b. The difference between the sample 
means in this study was 6%. The 

SS for the men was 250, and the SS 
for the women was 150. Calculate 
the sample t score for this study 
(remember to start with the pooled 
variance before you calculate the 
estimated standard error).

c. What decision should the researcher 
make about the null hypothesis in 
this study? What can the researcher 
conclude about their prediction from 
this decision?

10.16. Calculate the pooled variance for these 
two samples’ scores:

Sample 1: 45, 59, 65, 26, 70, 52, 55

Sample 2: 81, 72, 69, 59, 75, 71, 62

CONDUCTING AN INDEPENDENT  
SAMPLES t TEST USING SPSS
Data for the comparison of gender study described in Stop and Think 10.15 are shown 
in the SPSS window in Figure 10.19. Notice that the data for all participants are typed 
into a single column. In the next column, code numbers indicate which sample the data 
belong to. The men were coded in Rows 1 through 10 with a 1, and the women were 
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FIGURE 10.19  ■  Data for Stop and Think 10.15 Shown in the SPSS Data Window

coded in Rows 11 through 20 with a 2. In the Variable View, the codes were defined for 
these groups by indicating labels for each number in the Values column for this variable. 
A button appears in the menu at the top, allowing you to switch back and forth between 
the code numbers and code labels.

To conduct the independent samples t test for these data, go to the Compare Means 
tab in the Analyze menu and choose the Independent Samples t Test option. The test 
window allows you to click over the recognition score column as the Test Variable and the 
gender codes as the Grouping Variable. You must then choose Define Groups to indicate 
that the values in this column range from 1 to 2. When you click OK, the test automati-
cally runs and the output appears in the Output window (see Figure 10.20). The first box 
in the output provides descriptive statistics for each group. The second box contains the 
test statistic and p value. For this study, the t value is .107 and the p value (see the Sig. 
column) is .916. This is a two-tailed test (it is possible that either men or women could 
have higher recognition scores), so the p value given can be directly compared with alpha. 
In this analysis, the p value is greater than the alpha of .05, so the null hypothesis cannot 
be rejected. Therefore, there is no evidence in these data that men and women differ in 
their recognition of subliminally presented ads.

 
Do n

ot 
co

py
, p

os
t, o

r d
ist

rib
ute

 

Copyright ©2020 by SAGE Publications, Inc. 
 This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.



Chapter 10   ■   t Tests  291

SUMMARY OF STEPS

• Type data into a column in the data window.

• Add number codes for the groups in another 
column in the data window.

• Define codes in the Values column in the 
Variable View tab.

• Choose Compare Means from the Analyze 
menu.

• Choose Independent Samples t Test option 
from the list of tests.

• Click your data variable into the Test 
Variable box using the arrow.

• Click Define Groups to type in the range of 
codes used for your groups (e.g., 1 and 2).

• Click OK and view the p value in the Sig. 
column in the Output window to compare 
with your alpha level.

FIGURE 10.20  ■   Output Window for Data From Stop and Think 10.15 for an 
Independent Samples t Test

STOP AND THINK

10.17. For the following set of data from two 
independent samples, conduct an 
independent samples t test (by hand or 
using SPSS) to determine if the mean 

scores for each sample are significantly 
different.

Sample 1: 5, 7, 4, 7, 2, 6, 7, 3, 4, 5

Sample 2: 3, 4, 3, 4, 3, 3, 3, 4, 5, 4, 3

 
Do n

ot 
co

py
, p

os
t, o

r d
ist

rib
ute

 

Copyright ©2020 by SAGE Publications, Inc. 
 This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.



292  The Process of Research and Statistical Analysis in Psychology

INDEPENDENT SAMPLES  
t TEST ASSUMPTIONS
The assumptions that must be satisfied to use the independent samples t test are the same 
as those of the other t tests, but there is also a third assumption regarding the variability 
in the two populations:

1. The population of difference scores must be a normal distribution. This allows us 
to use the t Distribution Table to find our tcrit value.

2. The scores from different participants within each sample must be independent. 
Thus, the scores from the different individuals within each sample cannot be 
related in some way.

3. The populations that the samples represent must have equal variance. This means 
that the two populations being compared in the study must have the same 
variability. This assumption is known as homogeneity of variances. Meeting 
this assumption allows for good estimates of the sampling errors using the 
pooled variance term. However, an adjustment can be made (see next paragraph) 
if this assumption has been violated. You will see in later chapters that all tests  
(t tests and analyses of variance [ANOVAs]) that involve between-subjects 
variables include the homogeneity of variances assumption.

The new assumption regarding equal variance across the two populations being com-
pared can be tested when SPSS is used to conduct the independent samples t test. Take 
another look at Figure 10.20. Notice that there are two rows of values for the t statistic 
for the independent samples test. The first row is labeled equal variances assumed, and the 
second row is labeled equal variances not assumed. These statements refer to the homo-
geneity of variances assumption of between-subjects tests (t tests and ANOVAs). If this 
assumption is violated, the t test may be inaccurate. Thus, Levene’s test for this assump-
tion is provided in the SPSS output (left side of the second box) for the test. If this test 
is significant (comparing p to alpha), then the statistical values need to be adjusted, and 
the second row of values in this box should be used. The two rows in this box are given 
to allow for both possibilities.

Calculation Summary
estimated standard error: Sample standard deviation divided by the square root of the 
sample size
one-sample t test: Sample mean minus the population mean, divided by the estimated 
standard error
related or paired samples t test: Sample mean of the difference scores minus the 
population mean for difference scores, divided by the estimated standard error
pooled variance: Sum of the sum of squares of each sample divided by the sum of the 
degrees of freedom for each sample
independent samples t test: Difference between sample means minus the expected population 
mean difference for the null hypothesis, divided by the estimated standard error

homogeneity 
of variances: 
The assumption 
of independent 
samples t tests 
and analyses of 
variance (ANOVAs) 
that the variance 
in the scores in 
the populations 
is equal across 
groups
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THINKING ABOUT RESEARCH

A summary of a research study in psychology is 
given here. As you read the summary, think about 
the following questions:

1. Is this study an experiment? Explain your 
answer.

2. What are the null and alternative 
hypotheses for these experiments?

3. Which t test is the appropriate test to use 
to test the hypothesis for this study?

4. If the mean difference between younger 
and older adults had not been significant 
in Experiment 2, do you think the 
researchers’ conclusions for the study 
overall would have changed? Why or why 
not?

5. Suppose the researchers had created 
pairs of younger and older adults (one 
of each age group per pair) based on a 
pretest score before they conducted the 
study. With this design, which t test would 
be the appropriate test to use to test their 
hypotheses?

Research Study. Worthy, D. A., Gorlick, M. A., 
Pacheco, J. L., Schnyer, D. M., & Maddox, W. T. 
(2011). With age comes wisdom: Decision making 
in younger and older adults. Psychological Science, 
22, 1375–1380.

Purpose of the Study. To compare decision mak-
ing in different age groups, the researchers 
recruited samples of younger and older adults 
to complete tasks where rewards were either 
dependent on their previous choices or inde-
pendent of their previous choices. According to 
the authors, most previous studies had exam-
ined younger and older adult decision mak-
ing in response-independent tasks, finding 
that younger adults outperform older adults. 

However, the authors argue that many decisions 
in life depend on previous choices (e.g., the type 
of career one has chosen affects one’s retire-
ment options, the type of student one is in high 
school affects one’s college options) and that 
these types of decisions may involve different 
processes. Thus, the researchers predicted that 
the younger adult advantage in decision making 
may not hold for response-dependent tasks.

Method of the Study. The current study involved two 
experiments. In Experiment 1, younger and older 
adults performed a decision-making task where 
the rewards (points) for their responses (choosing 
one of four decks of cards shown on the screen) 
were independent of their previous choices. In 
this task, the rewards were always higher for one 
type of deck than the others. In Experiment 2, 
samples of younger and older adults performed 
the same decision-making task, but the rewards 
in Experiment 2 depended on their responses on 
previous trials. In each experiment, the partici-
pants completed 100 trials of the decision-making 
task. The number of reward points each partici-
pant earned in the task was measured as their 
performance on the task.

Results of the Study. In Experiment 1 (the 
response-independent task), younger adults 
showed the performance advantage found in 
previous studies. However, in Experiment 2, 
older adults earned more points on average 
than the younger adults with the response- 
dependent task. Both of these differences were 
significant. Figure 10.21 shows the comparison 
of younger and older adults’ performance in the 
two experiments.

Conclusions of the Study. The results of the study 
showed that the difference in younger and older 
adults’ decision-making performance depends on 
the type of task being performed: Younger adults 

(Continued)
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performed better with the response-independent  
task, but older adults performed better with 
the response-dependent task. The researchers 

concluded from these results that younger and 
older adults approach decision-making tasks in 
different ways.

FIGURE 10.21  ■   Data From the Experiments Conducted by Worthy et al. 
(2011)
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Chapter Summary

• How does the distribution of t scores differ 
from the distribution of z scores?
Unlike the distribution of z scores, the shape 
of the distribution of t scores changes as 
sample size increases. The larger the sample 
size, the closer the t value will be to the  
z score for that sample. This is due to the use 
of estimated standard error (from the sample 
standard deviation) instead of the standard 
error calculated from a known population σ.

• How can we use the t Table to make a 
hypothesis-testing decision?
As with the Unit Normal Table, we can use 
the t Table to figure out if our sample mean 
is in the critical region(s) of the distribution 
of sample means when the null hypothesis is 
true. However, instead of obtaining a p value 
from the table, the t Table provides the tcrit 
value that borders the critical region(s). We 
must then compare the tcrit with our sample 
t score in order to make a decision about the 
null hypothesis.

• How do standard error and estimated 
standard error differ?

Estimated standard error is used when we do 
not know the population σ. In this case, we 
estimate σ with the sample s and calculate 
the estimated standard error as our measure 
of the sampling error in our calculation of t.

• How can we conduct a t test using statistical 
software?
When we use statistical software such as 
SPSS to conduct t tests, the output provides 
the exact p value for our t score. We can then 
compare the p with our α to make a decision 
about the null hypothesis.

• How does our hypothesis-testing procedure 
differ across t tests?
The hypothesis-testing procedure is very 
similar across the one-sample and paired 
samples t tests. The main difference is that 
the paired samples test uses difference 
scores across the two scores for each 
participant as the data. However, the 
independent samples t test requires a pooled 
variance term in order to calculate estimated 
standard error.

Test Yourself

 1. When we do not know the population σ, 
we use the _______________ to calculate 
estimated standard error.

a. population mean

b. sample mean

c. sample standard deviation

d. sampling error

 2. With a sample size of 25, our degrees of 
freedom would be _______________.

a. 26

b. 25

c. 24

d. 20

 3. In the calculation of a t score, the 
estimated standard error is an estimate of 
_______________.

a. the population mean

b. the population standard deviation

c. the difference between the sample mean 
and the population mean

 4. When we calculate an inferential statistic 
looking at mean differences, the numerator 

(Continued)
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is the ______________________ and the 
denominator is the ________________________.

a. actual mean difference, mean difference 
expected by chance due to sampling

b. mean difference expected by chance due 
to sampling, actual mean difference

c. population mean, sample mean

d. sample mean, population mean

 5. For a sample of 36 participants and sample 
standard deviation of 3, the estimated 
standard error would be _______________.

a. 0.08

b. 0.50

c. 1.0

d. 3.0

 6. The shape of the t distribution will be normal 
whenever the population is normal.

a. True

b. False

 7. An assumption of the t test is that the scores 
must be independent observations.

a. True

b. False

 8. The t Table provides the p value for each  
t score to allow the researcher to compare 
p with α.

a. True

b. False

 9. In the related or paired samples t test, the 
difference scores typically predicted by the 
null hypothesis __________.

a. equal 0

b. equal 1

c. equal −1

d. depend on the alternative hypothesis

10. For a sample size of __________, we do 
not need to be worried about violating the 
assumption of a normal distribution for the 
population.

a. 10

b. 25

c. 30

d. 31 or higher

11. The dependent variable for a within-subjects 
design is _______________.

a. accuracy

b. speed

c. difference scores across conditions

d. difference scores across participants

12. A matched design might involve 
_______________.

a. couples

b. twins

c. the same participants completing all the 
conditions

d. both a and b

13. The estimated standard error in a related 
or paired samples t test is based on the 
standard deviation of the difference scores.

a. True

b. False

14. The df for a matched pairs design is based 
on the total number of participants instead 
of the number of pairs.

a. True

b. False

15. An assumption of the related or paired 
samples t test is that all scores across 
conditions are independent.

a. True

b. False
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is the ______________________ and the 
denominator is the ________________________.

a. actual mean difference, mean difference 
expected by chance due to sampling

b. mean difference expected by chance due 
to sampling, actual mean difference

c. population mean, sample mean

d. sample mean, population mean

 5. For a sample of 36 participants and sample 
standard deviation of 3, the estimated 
standard error would be _______________.

a. 0.08

b. 0.50

c. 1.0

d. 3.0

 6. The shape of the t distribution will be normal 
whenever the population is normal.

a. True

b. False

 7. An assumption of the t test is that the scores 
must be independent observations.

a. True

b. False

 8. The t Table provides the p value for each  
t score to allow the researcher to compare 
p with α.

a. True

b. False

 9. In the related or paired samples t test, the 
difference scores typically predicted by the 
null hypothesis __________.

a. equal 0

b. equal 1

c. equal −1

d. depend on the alternative hypothesis

10. For a sample size of __________, we do 
not need to be worried about violating the 
assumption of a normal distribution for the 
population.

a. 10

b. 25

c. 30

d. 31 or higher

11. The dependent variable for a within-subjects 
design is _______________.

a. accuracy

b. speed

c. difference scores across conditions

d. difference scores across participants

12. A matched design might involve 
_______________.

a. couples

b. twins

c. the same participants completing all the 
conditions

d. both a and b

13. The estimated standard error in a related 
or paired samples t test is based on the 
standard deviation of the difference scores.

a. True

b. False

14. The df for a matched pairs design is based 
on the total number of participants instead 
of the number of pairs.

a. True

b. False

15. An assumption of the related or paired 
samples t test is that all scores across 
conditions are independent.

a. True

b. False
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16. The pooled variance is_______________.

a. the estimated standard error in an 
independent samples t test

b. the combined variance for two 
independent samples

c. the variance in the populations the 
samples were drawn from in a study

17. The variance of a sample depends on 
_______________ and _______________.

a. the mean of the sample, the sample 
degrees of freedom

b. the mean of the sample, the sum of 
squares for the sample

c. the sum of squares for the sample, the 
sample degrees of freedom

18. With an independent samples t test, a 
researcher can draw conclusions about 
_______________.

a. a comparison of two population means

b. a comparison of two population variances

c. the importance of sample size to the 
sampling error in a test

19. Levene’s test in SPSS will help a researcher 
know if the assumption of _______________ 
for the independent samples t test holds for 
their study.

a. a normal population of scores

b. the homogeneity of variances

c. the independent observations

20. The homogeneity of variances assumption 
states that the variance in the two samples 
must be equal.

a. True

b. False

21. A between-subjects study with results 
showing no significant mean difference 
between conditions supports the null 

hypothesis that no difference exists between 
the populations the samples represent.

a. True

b. False

22. Like other t tests, the independent samples 
t test assumes that the scores between 
participants are independent.

a. True

b. False

23. A researcher wants to know if using videos 
to illustrate concepts in class improves 
exam scores. He uses the videos before the 
first exam in his course and collects exam 
scores from the 62 students in his class. 
On average, they score 78% with a standard 
deviation of 5%. Use this description to 
answer the following questions.

a. What else does the researcher need to 
know in order to use a one-sample t test 
to test his hypothesis?

b. What is the null hypothesis for this study?

c. What tcrit should the researcher use in this 
study if his α = 0.05?

24. Your instructor tells you that his exam 
scores always show a 75% average score. 
But he thinks the class you’re in seems to 
be grasping the material better than his 
previous classes. You decide to test this. 
The reported mean on the exam for your 
class is 80% with a 10% standard deviation. 
There are 49 people in your class. Assuming 
α = 0.05, is he right about your class 
understanding better than previous classes 
(using the exam score as a measure of this)?

25. A researcher wants to know if using videos to 
illustrate concepts in class improves exam 
scores. He uses the videos after the first 
exam in his course and then collects exam 
scores from the 62 students in his class 
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for the second exam. He wants to compare 
scores on the first exam and the second 
exam to see if the scores increased after he 
started using the videos. On average, the 
difference in scores between the first exam 
and the second exam was 5% with a standard 
deviation of 8%. Use this description to 
answer the following questions.

a. What is the alternative hypothesis for this 
study?

b. What is the null hypothesis for this study?

c. What tcrit should the researcher use in this 
study if his α = .05?

d. Do the videos seem to help? Explain your 
answer.

26. A group of students is tested on their driving 
ability in a research study that was done to 
investigate the effect of cell phone use on 
driving performance. A sample of 25 students 
drive a test course in a driving simulator 
to measure their driving accuracy (based 
on how often they deviate from the course, 
miss a red light, etc.). Then, all 25 students 
are tested on the driving course again while 
holding a conversation on their cell phone 
with a researcher. The mean difference score 
in driving accuracy shows that, on average, 
accuracy decreases by 25% while talking on 
the cell phone with a standard deviation of 
15%. Does cell phone use cause a significant 
decrease in driving performance?

27. Suppose you conducted a study to test the 
hypothesis that social pressure affects 
memory accuracy. You set up a study in 

which participants view a video of a person 
robbing a convenience store. Then, half 
of the participants watch a video of other 
participants discussing the crime. In 
reality, the participants in the video are 
part of the experiment, and some of the 
details of the crime that are discussed are 
inaccurate. The actual participants are told 
that they should consider other people’s 
perspectives on the crime because it is 
difficult for any one person to accurately 
remember all the details. The other half 
of the participants do not view the video 
discussion of the crime but are also told 
that it is difficult for any one person to 
accurately remember all the details of the 
crime. Thirty minutes after viewing the 
original crime video, all participants are 
given a recognition memory test about 
details of the crime. For this study, answer 
the following questions:

a. What are the alternative and null 
hypotheses for this study?

b. Suppose that 10 participants participated 
in each group in the study. For the 
recognition accuracy data provided here, 
conduct an independent samples t test to 
analyze these data.

Video Discussion Group: 67, 80, 69, 72, 
75, 79, 66, 71, 69, 79

No Video Discussion Group: 78, 65, 79, 
84, 88, 79, 89, 90, 85, 87

c. From the test result you obtained, 
what can be concluded about the null 
hypothesis you stated?

Visit edge.sagepub.com/mcbridermstats to find the answers to the Test Yourself questions above, as 

well as quizzes, flashcards, and other resources to help you accomplish your coursework goals.
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