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n Chapter 2, when discussing different theoretical models that could
describe the relationship of a scale’s items to the latent variable, I
mentioned the general factor model. That model does not assume
that only one latent variable is the source of all covariation among the
items. Instead, that model allows multiple latent variables to serve as
causes of variation in a set of items.
To illustrate how more than one latent variable might underlie a set
of items, I will revisit a specific, albeit hypothetical, situation that I
have mentioned in earlier chapters. Many constructs of interest to
social and behavioral scientists can be operationalized at multiple levels of specificity. The terms psychological adjustment, affect, negative affect,
anxiety, social anxiety, and public speaking anxiety are examples of hierarchical phenomena. Each term could subsume those that follow it in the
list, and it might be possible to develop measures at each level of
specificity. Presumably, differently worded items with different time
frames and response options could tap either a specific, middling, or
general level of this continuum. Hopefully, a scale developer would
select item wordings that corresponded with the intended level of variable specificity. Factor analysis then could be used to assess whether
that selection process succeeded.
To make this example more specific, consider a set of 25 items that
all pertain to affect. Recall that one of the assumptions of classical measurement theory is that items composing a scale are unidimensional—
that is, they tap only a single construct. Our concern, therefore, is
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whether these 25 items should make up one general or many more
specific scales. Do all 25 items belong together? Or is it more appropriate to have separate scales for different affective states, such as depression, euphoria, hostility, anxiety, and so on? Maybe it would be even
better to split the positive and negative affect items (e.g., “happy” vs.
“sad” for depression or “tense” vs. “calm” for anxiety) into separate
scales. How do we know what is most appropriate for the items at
hand? Essentially, the question is, does a set of items asking about
several affective states have one or many latent variables underlying it?
Attempting to answer these questions while excluding factor
analysis and relying only on the methods discussed in the preceding
chapters would be daunting. We could compute alpha on the entire set
of mood items. Alpha would tell us something about how much variance a group of items had in common. If alpha were low, we might
search for subsets of items correlating more strongly with each other.
For example, we might suspect that positive and negative affect items
do not correlate with each other and that combining them was lowering alpha. The alphas for these more homogeneous (all positive or all
negative affect) subsets of items should be higher. We might then
speculate that even more homogeneous subsets (e.g., separating anxiety from depression in addition to positive from negative) should have
still higher alphas. However, at some point, we might also worry that
these more specific and homogeneous scales would correlate strongly
with each other because they were merely tapping different aspects of
the same affective state. This would suggest that their items belonged
in the same rather than in separate scales.
It should be emphasized that a relatively high alpha is no guarantee that all the items reflect the influence of a single latent variable. If
a scale consisted of 25 items, 12 reflecting primarily one latent variable and the remaining 13 primarily another, the correlation matrix
for all the items should have some high and some low values. Correlations based on two items representing primarily the same latent
variable should be high, and those based on items primarily influenced by different latent variables should be relatively low. However,
the average inter-item correlation might be high enough to yield a
respectable alpha for a 25-item scale. In fact, to yield an alpha of .80
for a scale of that length, the average inter-item correlation needs only
to be .14. Thus, with items measuring the same construct correlating
about .29 (a respectable but certainly not unusually large average correlation for items within a homogeneous subset) and those between
sets correlating about .00, one could still achieve an alpha of about .80.

Copyright ©2017 by SAGE Publications, Inc.
This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.

Chapter 6  Factor Analysis 155

bu

te

But, of course, alpha is appropriate only for a unidimensional item
set, so this apparently adequate reliability score would be misleading
as an indicator of either internal consistency or unidimensionality
(which we know does not apply in this hypothetical example).
Factor analysis, the topic of this chapter, is a useful analytic tool that
can tell us, in a way that reliability coefficients cannot, about important
properties of a scale. It can help us determine empirically how many
constructs, or latent variables, or factors underlie a set of items.
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Factor analysis serves several related purposes. One of its primary
functions, as just noted, is to help an investigator in determining how
many latent variables underlie a set of items. Thus, in the case of the
25 affect items, factor analysis could help the investigator determine
whether one broad or several more specific constructs were needed to
characterize the item set. Factor analysis also can provide a means of
explaining variation among relatively many original variables (e.g.,
25 items) using relatively few newly created variables (i.e., the factors).
This amounts to condensing information so that variation can be
accounted for by using a smaller number of variables. For example,
instead of needing 25 scores to describe how respondents answered the
items, it might be possible to compute fewer scores (perhaps even one)
based on combining items. A third purpose of factor analysis is defining
the substantive content or meaning of the factors (i.e., latent variables) that
account for the variation among a larger set of items. This is accomplished by identifying groups of items that covary with one another
and appear to define meaningful underlying latent variables. If, say,
two factors emerged from an analysis of the 25 affect items, the content
of individual items making up those factor groupings could provide a
clue about the underlying latent variables represented by the factors. A
fourth function of factor analysis is related to all three of the previously
mentioned functions. Factor analysis aids in identifying items that are
performing better or worse. Thus, individual items that do not fit into any
of the factorially derived categories of items or fit into more than one
of those categories can be identified and considered for elimination.
The following sections present a conceptual summary of factor
analysis. Readers who want a more thorough computational treatment
of factor analysis should consult a text devoted to the topic, such as
Cureton (1983), Gorsuch (1983), Harman (1976), or McDonald (1984).
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To get an intuitive sense of what factor analysis does, we can consider two less formal but roughly analogous processes with which we
may be more familiar. The first of these processes is sometimes used in
human resources management to identify common themes among
seemingly diverse specific issues that may concern team members or
coworkers.
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Assume that a small, new company wants to identify what characteristics its employees believe are important for their coworkers to
have. They believe that identifying and rewarding widely valued characteristics will play an important part in cultivating a harmonious and
cooperative work environment. The company hires a human resources
specialist to assist them. This person, whom we will call Jim, gathers
the company’s 10 employees together and explains that he would like
them to consider what characteristics of their fellow employees they
regard as important across the range of interactions they might have on
the job, from developing proposals and reports together to interacting
with potential clients together to sharing a table in the cafeteria—the
full range of interactions employees might have. Jim suggests that, to
begin the process, the employees each write on separate pieces of paper
as many important characteristics as they can identify.
After several minutes, during which employees write down their
ideas, Jim asks for a volunteer to read one of his or her ideas to the
group. Alice says that one characteristic she wrote down was “willing
to share ideas.” Jim thanks her and asks that she tape the paper with
that idea written on it to the wall. Another employee, Bill, reads one of
his characteristics: “a sense of humor.” This, too, is taped to the wall.
The process continues with each individual employee stating each of
the characteristics he or she had written down. In this way, people
individually name a variety of characteristics that they personally consider important in coworkers. After doing so, they tape the sheets of
paper naming each characteristic to the wall. Among the characteristics
listed are the following:
willing to share ideas

is friendly

sense of humor

can be counted on

always has the right tools for the job

pays attention to details

smart

has a mind like a steel trap
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is outgoing

hard worker

knows a lot of potential clients

thinks logically

is reliable

comes through in a pinch

has character

prepares for tasks

is well educated

makes good impression with clients

is trustworthy

doesn’t try to get all the credit

knows how to dress

team player

is a good storyteller

fun

is intelligent

has a nice car

is a person of faith

has a lot of experience in this type
of work

is willing to work long hours if that’s
what it takes to get the job done
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This process continues for some time, and soon the wall is covered
with more than 30 slips of paper, each naming a characteristic that an
employee thought was important. Next, Jim asks if people see any
characteristics that they think go together. Katherine points out that
“smart” and “is intelligent” are the same. Jim takes the sheet of paper
on which “is intelligent” is written and moves it next to “smart.” Frank
suggests that “is well educated” should also be part of that group. Several other characteristics are added to the same group of statements.
Then Carla observes that “is friendly” and “makes a good impression
with clients” are similar to each other and different from the other
group of statements already formed. She suggests that those two characteristics should be put together in a new group. Then, “fun” is also
added to this second group. “Isn’t sloppy” and “knows how to dress”
form the kernel of a third group until one employee says she thinks
“isn’t sloppy” would go better with “prepares for tasks” than with
“knows how to dress.” This process continues until Jim and the
employees have formed several clusters of statements. Virtually every
characteristic described gets placed into some group.
Jim then asks people to give names—a word or short descriptive
phrase—to each group of statements. Various groups of items are
labeled “Intelligence,” “Appearance,” “Conscientiousness,” “Personality,” “Dependability,” and other category names. Presumably, each
group of statements represents a key concept related to employees’
perceptions of one another’s characteristics.

Example 2
Several years later, the company decides to repeat the exercise. The
managers suspect that things have changed enough that not all the
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categories originally identified may still be relevant. Jim, the human
resources facilitator, is unavailable. Carol, one of the company’s executives, decides that an easier way of getting at similar information might
be to develop a questionnaire that has statements like the ones people
came up with in the earlier exercise. Employees would be asked to
indicate how important they felt each characteristic was, using “not at
all,” “somewhat,” and “very” as their response options. These questionnaires were administered to the employees, who now numbered
nearly 150. When Carol got the questionnaires back, she looked them
over to see which things were most important. One thing she noticed
was that different things were important to different people but certain
characteristics tended to be rated similarly to one another. For example,
people who thought “pays attention to details” was important were
likely to consider “prepares for tasks” important as well. People who
did not consider one of these items important typically did not consider the other important, either. Carol mulled over the pile of questionnaires and thought about how to make sense of them. She
remembered how, during the original exercise conducted several years
earlier with the slips of paper on the wall, there seemed to be more
groups than were really needed. Some of the individual statements
were fairly worthless, she thought, and sometimes if the same person
had more than one of these worthless statements, a whole worthless
category would result. She wondered if there was a way of determining how many categories it would take to distill most of what the
employees thought about their coworkers. As an exercise, she tried
looking for other sets of items, like the two she had noticed already,
that tended to be endorsed similarly across employees. In essence, she
looked for groupings of similar items based not on just their content
but on how similarly they were evaluated by employees. This took a
great deal of time, and Carol was not really sure if she was picking up
on all the important clusters of statements, but she felt able to garner
some interesting ideas in this way from the questionnaires.

Shortcomings of These Methods

Both of these examples are conceptually analogous to factor analysis but with certain important differences. In both cases, the result is a
reorganization of a substantial amount of specific information into a
more manageable set of more general but meaningful categories.
Presumably, each of these reclassifications resulted in a few ideas that
captured much of what the many individual statements covered. Both
approaches had fairly obvious shortcomings, however.
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In the first example, there was little control over the quality of the
statements generated. This shortcoming arises from the fact that the
people developing the items will vary in how skilled they are at capturing relevant ideas in concise phrases. Some people are more extroverted than others and may end up generating more statements. It is
not always the case, however, that the most extroverted group members will be the most insightful. For this and other reasons, this process often leads to statements that are ambiguous, irrelevant, or
downright silly. Removing or improving poor items may be difficult.
Depending on the dynamics of the group involved in the exercise, it
may be awkward to dismiss such statements without offending their
authors. Consequently, they end up being given as much credibility
as better statements reflecting more germane ideas. Despite this
unevenness of quality from item to item, all may tend to be treated
more or less equally.
If several silly but similar items are offered, they are likely to constitute a category based merely on their similarity. Categories may be
prioritized, but this is usually done by consensus and, depending on
who generated what statements, there may be reluctance to brand certain categories as trivial. My experience with exercises of this sort suggests, furthermore, that there is a strong tendency to place every
statement in some category. Having several neat categories and then
one or two orphaned statements seems to leave people with a lack of
closure so that orphan statements find a home, even if the fit is not
immediately evident. Furthermore, even when one can identify which
specific statements exemplify a category, it is not necessarily obvious
which are better or worse exemplars.
So how did this method fare overall with respect to the functions
of factor analysis identified earlier? Clearly, this method made it difficult to identify items that are performing better or worse. Item quality control is at odds with the collective nature of this task and might risk
offending some participants. Although the method just described has
some utility in determining how many latent variables underlie the statements that employees generated, basing that determination on the
subjective impressions of the employees, as it does, seems less than
ideal. Although the employees may have valuable insights into their
workplace, it is less likely that they have experience in organizing
those insights into coherent groups representing important underlying
constructs. Moreover, there is little objective basis for determining
whether the employees as a group have done a good or bad job of
determining the number of latent variables underlying the statements
generated, because the process relies solely on subjective criteria. With
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regard to condensing information, a similar problem arises. Although
some items (or even whole categories) may be discarded, the criteria
used are necessarily subjective and there is little means for judging
objectively whether good choices have been made. The one respect in
which this method may not do too badly is defining the substantive content or meaning of the factors. If the factors are credible (which is open to
question), examining the content of statements offered may give
insights into the underlying constructs that employees had in mind as
important.
The second example avoided some of these shortcomings. Carol
could weed out items that struck her as irrelevant, although this placed
quite a burden on her judgment. At least the process of endorsing items
was somewhat more democratic. Every person got to evaluate every
item without risk of alienating a coworker. Thus, the process of identifying items that are performing better or worse may at least have been more
consistent. Furthermore, the groupings were determined not by a mere
sense of apparent statement similarity but by evidence that people
reacted to similarly grouped items in a common way. That is, the similarity was a characteristic of the items (certain sets of which seemed to
elicit similar perceptions), not the respondents (who varied in their
responses to any specific item). Seeing one item in a group as unimportant implies a substantial likelihood of the same individual seeing
the other items in the same group as unimportant. A different employee
might see those same items as consistently important. The critical issue
is that, whatever an individual’s assessment of importance, it tended to
be consistent across statements within a group. In fact, that was the
basis on which Carol constituted the groups. Thus, the process of determining how many latent variables there were may have been improved
somewhat by adopting this revised, questionnaire-based methodology.
Of course, evaluating items by visual inspection for 150 questionnaires
would be fairly daunting, and it is likely that Carol’s categorization
system was not the most efficient possible method. Relevant questions
arise: How much consistency was required for items to be considered
a group? How many instances of a single employee giving divergent
assessments (i.e., an agreement and a disagreement of importance) for
two items in the same potential cluster would Carol tolerate? How well
this method achieved the remaining functions—condensing information
and defining the substantive content or meaning of the factors—is hard to
say. Both would depend on how good a job Carol was able to do at
finding and dropping poor items, correctly determining what the
important themes were, and then using the items within clusters to
interpret what the underlying constructs might be.
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In summary, these two methods clearly leave a lot to be desired if
the goal is to achieve the functions mentioned above that are commonly associated with factor analysis. In fairness, the goal of the methodologies described (especially the first) may not have been to achieve
those functions, but some objective roughly analogous to what factor
analysis accomplishes does seem to motivate exercises like the first one
described. While it is admittedly a straw man, the employee exercise as
a comparison to factor analysis does serve the purpose of (a) providing
a more intuitive illustration of what factor analysis can accomplish and
(b) highlighting the potential shortcomings of an informal, subjective
approach to identifying underlying variables.
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Factor analysis is a category of procedures that accomplishes the same
type of classification as the methods described above but do so in
accordance with a more structured set of operations and provides more
explicit information that the data analyst can use to make judgments.
Like the methods just described, factor analysis identifies categories of
similar statements. The factor analyst’s first task is to determine how
many categories are sufficient to capture the bulk of the information
contained in the original set of statements.
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One can view factor analysis as beginning from the premise that
one big category containing all the items is all that is needed (i.e., that
one concept or category is sufficient to account for the pattern of
responses). It then assesses how much of the association among individual items that single concept can explain. The analysis then performs a check to see how well the single-concept premise has fared. If
it appears that one concept or category has not done an adequate job of
accounting for covariation among the items, the factor analysis rejects
the initial premise. It then identifies a second concept (i.e., latent variable or factor) that explains some of the remaining covariation among
items. This continues until the amount of covariation that the set of
factors has not accounted for is acceptably small.

The First Factor
How is this accomplished? The process begins with a correlation
matrix for all the individual items. Using this matrix as a starting point,
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factor analysis examines the patterns of covariation represented by the
correlations among items. What follows is a conceptual description.
Certain mathematical details are omitted in the interest of clarity, so
this should not be taken literally as the set of operations underlying
computer-generated factor analyses.
As stated earlier, the process involves the initial premise of a single
concept that can adequately account for the pattern of correlations
among the items. This amounts to a provisional assertion that a model
having a single latent variable (i.e., a single factor), with a separate path
emanating from it to each of the items, is an accurate representation of
causal relationships (see Figure 6.1). This further implies that such a
model can account for the correlations among the items. To test this
assumption conceptually, the factor analysis program must determine
the correlation of each item with the factor representing the single
latent variable and then see if the observed correlations between items
can be re-created by appropriately multiplying the paths linking each
pair of variables via the factor. But how can the program compute correlations between observed item responses and a factor representing a
latent variable that has not been directly observed or measured?
One approach is to posit that the sum of all the item responses is a
reasonable numerical estimate of the one, all-encompassing latent variable that is assumed to account for inter-item correlations. In essence,
this overall sum is an estimate of the latent variable’s “score.” Because
the actual scores for all items are presumed for the time being to be
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Figure 6.1 A single-factor model
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determined by one latent variable, a quantity combining information
from all items (i.e., an overall sum) is a reasonable estimate of that
latent variable’s numerical value. It is fairly simple to add the individual item scores together into a total score and to compute item-total
correlations for each separate item with the total of all items. These
item-total correlations serve as proxies for the correlations between the
observed items and the unobserved latent variable (i.e., the causal
pathways from latent variable to individual items). With values thus
assigned to those causal pathways, one then can compute projected
inter-item correlations based on this one-factor model. These modelderived correlations are projections of what the actual inter-item correlations should be if the premise of only one underlying variable is
correct. The legitimacy of the premise can be assessed by comparing
the projected correlations with the actual correlations. This amounts to
subtracting each projected correlation from the corresponding actual
correlation based on the original data. A substantial discrepancy
between actual and projected correlations indicates that the singlefactor model is not adequate; there is still some unaccounted-for
covariation among the items.
It may help to consider this sequence for a single pair of items, A
and B, that are part of a larger set. First, the whole set of items, including A and B, would be added together to get a summary score. Then,
correlations of A with that total score and B with that total score would
be computed. These two item-total correlations are assumed to represent the correlations of A and of B with the factor, which corresponds
with the underlying latent variable. If the premise of a single underlying latent variable were correct, then a path diagram involving A, B,
and the factor would have paths (a and b in Figure 6.2) from the latter
to each of the former. The values of these paths would be the item-total
correlations just described. Based on this path diagram, the correlation
between A and B should be the product of those two paths. Computing
this proposed correlation between A and B entails simple multiplication. Once computed, the proposed correlation can be compared with
Figure 6.2 A simplified single-factor model involving only two terms
a

A

Factor 1
b
B
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the actual correlation between A and B. The proposed correlation can
be subtracted from the actual correlation to yield a residual correlation.
A substantial residual correlation would indicate that invoking a single
underlying latent variable as the sole cause of covariation between A
and B is not adequate.
Operations performed on the whole correlation matrix simultaneously do this for each possible pairing of items. Rather than ending
with a single residual correlation, one computes an entire matrix of
residual correlations (called, appropriately, a residual matrix), each
representing the amount of covariation between a particular pair of
items that exists above and beyond the covariation that a single latent
variable could explain.
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It is now possible to operate on this residual matrix in the same
way the original correlation matrix was treated, extracting a second
factor corresponding to a new latent variable. Once again, correlations between the items and that second latent variable (Factor 2 in
Figure 6.3) can be computed, and based on those correlations, a
matrix of proposed correlations can be generated. Those proposed
correlations represent the extent of correlation that should remain
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Figure 6.3 A two-factor model
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among items after having taken the second factor into consideration.
If the second factor captured all the covariation left over after extracting the first factor, then these projected values should be comparable
to the values that were in the residual matrix mentioned above. If not,
further factors may be needed to account for the remaining covariation not yet ascribed to a factor.
This process can proceed, with each successive factor being
extracted from the residual matrix that resulted from the preceding
iteration, until a matrix is achieved that contains only acceptably small
residual correlations. At this point, one can determine that essentially
all the important covariation has been accounted for and that no further factors are needed. It is possible to continue the process until a
residual matrix consisting entirely of zeros is obtained. This will occur
when the number of factors extracted equals the number of items in the
factor analysis. Stated differently, a set of k factors will always be able
to explain all the covariation among a set of k items.

Deciding How Many Factors to Extract
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Determining how many factors to extract can be a knotty issue
(e.g., Zwick & Velicer, 1986). Of course, a major motivation for conducting factor analysis is to move from a large set of variables (the items) to
a smaller set (the factors) that does a reasonable job of capturing the
original information (i.e., to condense information). Determining what
is a “reasonable job” can be approached in several ways.
Some factor analytic methods, such as those based on maximum
likelihood estimation and confirmatory factor analytic procedures
(which we will discuss subsequently) based on structural equation
modeling approaches, use a statistical criterion. In this context, the term
statistical criterion refers to the fact that inferential methods are used to
determine whether the likelihood of a particular result is sufficiently
small to rule out its chance occurrence. This amounts to performing a
test to see if, after extracting each successive factor, the remaining
residuals contain an amount of covariation statistically greater than
zero. If they do, the process continues until that is no longer the case.
The reliance on a statistical criterion rather than a subjective judgment
is an appealing feature of these approaches. However, in scale development, it may not correspond to the goal at hand, which is to identify a
small set of factors that can account for the important covariation
among the items. Statistically based methods seek an exhaustive account
of the factors underlying a set of items. If some source of covariation
exists that has not been accounted for by any of the factors yet extracted,
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such programs push further. What the scale developer often is after is a
parsimonious account of the factors. That is, in the course of scale development, we often want to know about the few, most influential, sources
of variation underlying a set of items, not every possible source we can
ferret out. When developing a scale, one typically generates a longer list
of items than are expected to find their way into the final instrument.
Items that do not contribute to the major identifiable factors may end up
being trimmed. Our goal is to identify relatively few items that are
strongly related to a small number of latent variables. Although a
skilled data analyst can achieve this goal by means of factor analytic
methods using a statistical criterion, a less experienced investigator,
paradoxically, might do better using other more subjective but potentially less cryptic guidelines.
These relatively subjective guidelines are often based on the proportion of total variance among the original items that a group of factors can explain. This is essentially the same basis used by the
statistically based methods. In the case of nonstatistical (i.e., not based
on likelihood) criteria, however, the data analyst assesses the amount of
information each successive factor contains and judges when a point of
diminishing returns has been reached. This is roughly analogous to
interpreting correlations (such as reliability coefficients) on the basis of
their magnitude, a subjective criterion, rather than on their p value, a
statistical criterion. Two widely used nonstatistical guidelines for judging when enough factors have been extracted are the eigenvalue rule
(Kaiser, 1960) and the scree test (Cattell, 1966).
An eigenvalue represents the amount of information captured by a
factor. For certain types of factor analytic methods (e.g., principal components analysis, discussed later in this chapter), the total amount of
information in a set of items is equal to the number of items. Thus, in
an analysis of 25 items, there would be 25 units of information. Each
factor’s eigenvalue corresponds with some portion of those units. For
example, in the case of a 25-item analysis, a factor with an eigenvalue
of 5.0 would account for 20% (5/25) of the total information; one with
an eigenvalue of 2.5 would account for 10%, and so on. A consequence
of this relationship between how information is quantified and the
number of items in the analysis is that an eigenvalue of 1.0 corresponds
to 1/k of the total variance among a set of items. Stated differently, a
factor (assuming principal components analysis) that achieves an
eigenvalue of 1.0 contains the same proportion of total information as
does the typical single item. Consequently, if a goal of factor analysis is
to arrive at a smaller number of variables that substantially capture the
information contained in the original set of variables, the factors
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should be more information-laden than the original items. Accordingly, the eigenvalue rule (Kaiser, 1960) asserts that factors with eigenvalues less than 1.0 (and, thus, containing less information than the
average item) should not be retained. Although the rationale for
excluding such factors makes sense, what about factors that are only
slightly above 1.0? Does a factor that explains 1% more information
than the typical item really offer the sort of condensation of information we are after? Oftentimes, the answer is no, suggesting that the
eigenvalue rule may be too generous a basis for retaining factors. I
believe this is generally the case in scale development based on classical methods.
The scree test (Cattell, 1966) is also based on eigenvalues but uses
their relative rather than absolute values as a criterion. It is based on a
plot of the eigenvalues associated with successive factors. Because each
factor, after the first, is extracted from a matrix that is a residual of the
previous factor’s extraction (as described earlier), the amount of information in each successive factor is less than in its predecessors. Cattell
suggested that the “right” number of factors can be determined by
looking at the drop in amount of information (and, thus, in eigenvalue
magnitude) across successive factors. When plotted, this information
will have a shape characterized by a predominantly vertical portion on
the left (representing large eigenvalues) transitioning to a relatively
horizontal portion on the right (corresponding with small eigenvalues). He regarded the factors corresponding with the right-side, horizontal portion of the plot as expendable. In lay terms, scree describes
the rubble that collects on the ground following a landslide. This term,
then, implies that the vertical portion of the plot is where the substantial factors are located while the horizontal portion is the scree, or
rubble, that should be discarded. Ideally, the progression of factors will
have a point at which the information drops off suddenly, with an
abrupt transition from vertical to horizontal and a clear “elbow” (see
Figure 6.4). Cattell’s criterion calls for retaining those factors that lie
above the elbow of the plot. Sometimes, the transition is not abrupt but
gradual (see Figure 6.5), with a gentle curve made up of several factors
lying between the vertical and horizontal regions of the plot. In such
cases, applying Cattell’s scree test can be tricky and involves even
greater reliance on subjective criteria, such as factor interpretability. A
factor is considered interpretable to the extent that the items associated
with it appear similar to one another and make theoretical and logical
sense as indicators of a coherent construct.
Another statistical criterion that is gaining in popularity is based
on parallel analysis (e.g., Hayton, Allen, & Scarpello, 2004). The logic
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Figure 6.4 A scree plot with a distinct elbow
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underlying this approach is that the magnitude of the eigenvalue for
the last retained factor should exceed an eigenvalue obtained from
random data under otherwise comparable conditions. In other words,
in a real study involving the factor analysis of, say, 20 variables measured on 500 people, the eigenvalue of any retained factor should be
greater than the corresponding eigenvalue obtained from randomly
generated data arranged to represent 20 variables measured on 500
people. Parallel analysis routines, which are available on the Internet as

Figure 6.5 A scree plot without a distinct elbow
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user-developed macros for a variety of statistical packages, generate a
large number of distributions of the size corresponding to the actual
data set. Thus, in this example, the algorithm would generate many
(the user can typically specify how many; 1,000 is often the default)
random data sets of 20 variables and 500 subjects. Eigenvalues are
extracted for each of these artificial data sets, and a distribution of the
eigenvalues is created within the program for Factor I, Factor II, and so
forth. For each of these distributions, a representative value (e.g., the
median) is identified. Graphical output is displayed, as shown in
Figure 6.6. This figure has two lines connecting points corresponding
to eigenvalues for successive factors. The more-or-less straight line
descending gradually from left to right represents the median eigenvalues (across the numerous, computer-generated data sets) for essentially random data in which the variables are not related to common
underlying factors. The other line in the figure is the actual scree plot,
based on the real data in which one is interested. The number of factors
to retain is indicated by where the tracings for actual and random data
cross. The magnitudes of eigenvalues that lie above the line representing the random data are greater than would be expected by chance
alone (i.e., they are statistically significant). Those below the randomdata line are not significant (i.e., they can be expected to occur purely
by chance). In the example shown in the accompanying figure, the first
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Figure 6.6  A plot from parallel analysis showing magnitudes of eigenvalues
for successive factors from random data and actual data
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two factors from the actual data achieved eigenvalues greater than
those for the corresponding factors based on the randomly generated
data. Thus, only those first two factors meet the retention criterion.
Note that the random data yield a number of factors with eigenvalues
greater than 1.0, demonstrating the inadequacy of the eigenvalue rule.
Examination of the real-data line shows that two factors would also be
retained based on the scree test criterion of retaining factors above the
“elbow” of the plot (which corresponds with the third factor).
Because macros for conducting parallel analysis in various statistical packages (including SAS and SPSS) are readily available via the
Internet without restrictions on their use and at no charge, applying
this method as a means of selecting the number of factors to retain has
become common practice. In my experience, the guidance it provides is
consistent with the judgments I would make based on subjective criteria such as the scree plot. It has the advantage, however, of its grounding in a statistical criterion and, thus, has wider acceptability than
subjective methods. Accordingly, I recommend using parallel analysis
as the primary basis for determining how many items to extract.
It is worth noting that parallel analysis was first developed for use
with principal components rather than common factors. I compare
these differing factor analytic approaches in a later section. For now, I
merely note that, whereas principal components are computed from
the original correlation matrix, common factors are computed from a
reduced correlation matrix containing estimates that have been adjusted
to remove error variance from the variables. Parallel analysis has been
extended to use with common factors, but as Timmermann and
Lorenzo-Seva (2011) note, the number of eigenvalues for the real data
that exceed those for the random data tends to be greater in the case of
common factors than in principal components. The logic of parallel
analysis was developed with components in mind. Thus, in some
instances, the number of factors parallel analysis indicates should
be retained from common factors may be an overestimate of the true
dimensionality of the data set.
Circumstances may arise when substantive considerations (such as
the interpretability of resulting factors) support the retention of more
or fewer factors than a method such as parallel analysis indicates.
When this occurs, I suggest presenting the results of the method first
used (e.g., parallel analysis) together with a rationale for deciding to
depart from the guidance that method provides. If the substantive
issues are compelling, there should be little difficulty in convincing
readers and reviewers that an appropriate decision has been reached.
On the other hand, if the arguments marshaled in support of ignoring
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the initial results are not persuasive, then dismissing those results may
not be warranted.

Rotating Factors
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The purpose of factor extraction is merely to determine the appropriate number of factors to examine. Putting information into the most
understandable form is not its intent. The raw, unrotated factors are
rather meaningless mathematical abstractions. As a rough analogy,
imagine that I have been asked to describe the height of all the people
in a room. I decide to do this by arbitrarily selecting a person, Joe, at
random, measuring Joe’s height, and describing everyone else as so
many inches taller or shorter than the reference individual. So, one
person might be “Joe plus 3 inches” and another, “Joe minus 2 inches.”
In such an instance, all the information about height is available in my
presentation of the data but it has not been organized in the most informative way. It would be easier for people to interpret my data if I
transformed them to a more readily understandable form, such as the
height of each individual in the room, expressed in feet and inches.
Factor rotation is analogous to this transformation in that it presents
data already available in a way that is easier to understand.
Before trying to interpret factors—to ascertain what the constructs
or latent variables corresponding with factors are, based on the items
identified with each factor—it is usually necessary to perform a factor
rotation. Factor rotation increases interpretability by identifying clusters
of variables that can be characterized predominantly in terms of a single
latent variable (i.e., items that are similar in that they all have a strong
association with, and thus are largely determined by, only one and the
same factor). Rotation and the greater interpretability that results from it
are accomplished not by changing the items or the relationships among
them but by selecting vantage points from which to describe them.
The notion that the same set of information can be made more or
less meaningful based on the vantage point from which it is inspected
can be difficult to grasp. In the following sections, I will provide several
examples intended to clarify that idea.
The patterns of intercorrelations among a set of items are analogous to physical locations in space. The more strongly two items are
correlated, the closer two markers representing those items could be
placed to each other. If we did this for many items, the physical locations of their markers would take on a pattern representing the patterns of correlations among the variables. (This is easiest to visualize if
we limit ourselves to two dimensions.) Imagining physical objects
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whose locations are determined by underlying rules is, thus, another
way of thinking about items whose associations are determined by
underlying causal variables.

Rotation Analogy 1
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How does rotation allow us to see a pattern among variables that
was always there but was not apparent? As an analogy, imagine a
well-organized array of objects, such as a set of pillars arranged in a
series of orderly, parallel rows. It is possible to stand in certain locations and choose certain angles of view such that the arrangement of
objects in orderly rows and columns is completely obscured. Changing one’s vantage point, however, can reveal the underlying order.
Consider how an arrangement of four rows of 10 pillars might appear
when viewed from different perspectives. If the line of sight does not
reveal any of the natural axes of linear arrangements, the objects may
appear to be placed randomly. Viewing from a higher vantage, stepping a few feet right or left, or merely shifting one’s gaze laterally can
result in the line of sight revealing an alignment of objects and showing their orderliness. Figures 6.7 and 6.8 illustrate this point. These
figures were created by plotting locations for the pillars and, literally,
altering the vantage point from which the array is viewed. Thus, both
figures represent the very same configuration of pillars and differ only
in how they are viewed. In the first of these figures, it is difficult at best
to discern any organization to the arrangement of pillars. The line of
sight through spaces between pillars falls on other pillars farther back,
making the grouping appear as a disorganized mass of objects. The
second of these figures represents an alternative vantage point. Each
pillar, Figure 6.8 reveals, shares a row (and a column) with other pillars. Thus, all the pillars in a given row have something in common—
they possess a shared attribute (membership in the same row) that had
not been evident from the earlier vantage point. Merely changing our
point of view made something about the nature of the objects apparent that was obscured in our initial perspective. Factor rotation is
analogous in that it attempts to provide a “vantage point” from which
the data’s organizational structure—the ways in which items share
certain characteristics—becomes apparent.

Rotation Analogy 2
It is worth noting that, with the right number of perpendicular
reference lines, one can locate objects no matter how those reference
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Figure 6.7  An orderly arrangement of pillars viewed from a perspective
that obscures that orderliness
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Figure 6.8  An orderly arrangement of pillars viewed from a perspective
that reveals that orderliness
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lines are oriented. A two-dimensional example such as a large, empty
football field can be used as an illustration. To make this mundane
landscape a bit more interesting, let us assume that a coach is using a
video of a game, shot from an overhead camera, to explain a play to
team members. Further, assume that the coach has frozen the image at
an especially interesting moment during the game to make a particular
point and that this frozen image is projected onto a large computer
screen that allows the coach to draw on top of that image. The coach
could draw a straight line through the image of the football field at any
orientation and then position a second line perpendicular to the first.
For example, he or she might choose one line running exactly north
and south and another running precisely east and west, which might
let him or her describe any location on the field using global positioning coordinates based on north-south latitude and east-west longitude.
With those two lines, the coach could specify the location of the player
in possession of the ball: “Using the global positioning coordinates for
the center of the field as a reference, the ball carrier is at the intersection
of a point defined by progressing due northward from the center of the
field 60 feet and then proceeding due west an additional 32 feet.” This
would pinpoint the football at a specific location. The coach could
specify the same location using appropriately modified instructions
based on any two perpendicular lines drawn through the football field.
So, the orientation of the lines is arbitrary with respect to their adequacy of describing a specific location. Any set of two perpendicular
lines has the same informational utility in locating a specific spot as
any other set.
Alternatively, rather than using the north-south and east-west
axes, the coach could use the sidelines and goal lines already drawn on
the field as the requisite perpendicular axes. Like any other set of perpendicular lines, these could be used as references for specifying the
location of any point on the field. They have the advantage, however,
of making use of a meaningful feature of the field—its organization as
a grid defined by perpendicular lines (i.e., yard lines and sidelines).
Thus, telling someone that the ball carrier was 4 feet inside the 30-yard
line and about 68 feet from the home team’s sideline might be an easier
means of locating that player’s position than using north-south and
east-west reference lines. The point is that, while either set of reference
axes can unambiguously locate the ball carrier, the set based on the
natural properties of the football field seems considerably more appropriate and comprehensible (see Figure 6.9).
Now that we have seen how vectors or reference lines can be used
to specify a spatial location, we should examine how items relate to
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Figure 6.9  A depiction of a football field marked with yard lines, sidelines,
and north-south and east-west axes
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analogous reference lines. It can be difficult, however, to switch
between thinking about items and their content on one hand and thinking about abstract vectors specifying locations on the other. Examples
linking the more familiar items with their spatial representations along
vectors often must be contrived because the things we measure as social
and behavioral scientists do not typically lend themselves to a direct
translation in spatial terms. To bridge this gap, I will present a fabricated example based on items that we can link to physical locations.

Rotation Analogy 3
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Extending our football example, we will assume a study that uses
questionnaire items as a means of describing the location of a football
player (the one with the ball) on a field. More specifically, let us assume
that a group of respondents is asked to view a video of a football
game and that, at some point, the image is frozen and the respondents
are asked to complete a series of eight items using a Likert scale with
responses ranging from 1 = Strongly Disagree to 6 = Strongly Agree. The
items are as follows:
A. The ball carrier is within easy scoring position.
B. The ball carrier may soon be forced out of bounds.
C. The ball carrier may be forced into his own end zone.
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D. The ball carrier has plenty of room to either side.
E. If the ball carrier were tackled right now, someone on the sidelines might be in danger.
F. The ball carrier has a long way to go before crossing the goal line.
G. The ball carrier is within field goal range.

te

H. The ball carrier needs to be careful not to step over the sideline.
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Before continuing with this example, let us take a moment to examine more formally how rotation is accomplished. When there are two
factors, rotation can be achieved graphically. One can obtain a scatterplot that represents the strength of correlations between pairs of items
by the proximity of those items and the loadings of those items on
arbitrary reference vectors corresponding with two unrotated factors.
One can perform a graphical rotation by literally tracing those axes and
then rotating the tracing until the lines fall along item groupings. Then,
the reference axes are used to generate coordinates defining the exact
position of each represented item in terms of its location relative to the
lengths along the two axes. These coordinates can then be converted
into loadings for each item on the two factors. But automated nongraphical rotation methods based on mathematical criteria are far more
widely used. For example, methods such as Varimax seek to maximize
the variance of the squared loadings for each item. Loadings are correlations between each item and each factor based on the orientation of
the vectors (i.e., reference lines) defining the factors. So, depending on
how the vectors are oriented, the loadings will vary, just as the values
specifying location of a football player on the field or the coordinates
describing the position of a dot on a scatterplot will vary depending on
which reference axes are used. This variance will be greatest when
some squared loadings are relatively large and others are relatively
small. Thus, satisfying the criterion of maximizing the variance of the
squared loadings has the effect of producing a maximally uneven set of
loadings for each item. Finding an orientation for the reference axes
that will give us maximally uneven loadings and the largest squared
loading variances amounts to finding a potentially informative rotation. What we are seeking, of course, is a specific type of unevenness in
which one loading (i.e., the loading of the item on its primary factor) is
substantial while all other loadings for that item (i.e., its loadings on
secondary factors) are small (ideally, near zero). When this is achieved,
we can describe the item as being influenced primarily by the single
factor on which it loads substantially—a circumstance called simple
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structure. Describing an item in terms of only its primary factor does a
good job of capturing the essential nature of the information that item
carries. That is the goal of rotation.
Now, let us go back to our items describing the location of the ball
carrier in the frozen image of the football game. I ran an analysis of
those eight items (based on fabricated data) for illustrative purposes.
The first three eigenvalues were 3.67, 2.78, and .59. Based on the fact
that the first two eigenvalues are substantially larger and the third is
substantially smaller than 1.0, I extracted two factors. I requested that
SAS perform a Varimax rotation on the factors. The SAS factor plots
before and after rotation are depicted in Figures 6.10 and 6.11, respectively. These locate the individual items with respect to the two factors
based on the loading of each item on those two factors.
SAS prints its factor plots in a typeface that uses equal width for
each character and cannot interpolate between lines of text. Consequently, it cannot locate the points relative to one another or to the factor vectors with exact precision. Even with this limitation, however, the
plots are quite revealing. In the first (Figure 6.10), the items (represented
by bolded letters in shaded boxes for clearer visibility) are clustered in
two groups, one comprising items B, D, E, and H and the other, items
A, F, C, and G. Proximity corresponds with strength of correlation in
this figure. So, any two items that are located near each other are more
highly correlated than any pair that are more distant. The presence of
two clusters in this plot, therefore, indicates that the items within each
cluster correlate substantially with one another and that items in different clusters are largely uncorrelated with one another. Positions relative
to the axes are also informative and especially pertinent to the issue of
rotation. The A-F-C-G item cluster is located roughly equidistant from
the two vectors representing the factors. That is, its loadings on each
factor are roughly the same magnitude. The other item cluster, while
somewhat closer to the vertical than the horizontal vector, is still at
some distance from either. The items in that second cluster have higher
loadings on Factor 1 but also fairly substantial (negative) loadings on
Factor 2. Consequently, it would be hard to say that either cluster of
items primarily reflects the level of just one of the factors.
In contrast, in the plot made after the factors were rotated, the two
clusters are very close to one vector each. The first cluster of items
(B-D-E-H) now has high loadings (roughly .8 to .9) on Factor 1 (represented by the vertical axis) and low loadings on Factor 2 (less than .2).
The second cluster (A-F-C-G) is contiguous to the Factor 2 (horizontal)
axis, and the items collectively represent high values on Factor 2
(roughly in the range of .8 to .9) and low values on Factor 1 (about .1).
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Figure 6.10 Items plotted by loadings on two factors prior to rotation
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So, after rotation, we have a much better approximation to simple
structure—that is, each item loads primarily on a single factor.
If you look carefully at the relative locations of the two item clusters on the two different plots, you may be able to discern that they are
quite similar (within the limitations of SAS’s plotting). The A-F-C-G
cluster is roughly 90 degrees clockwise of the B-D-E-H cluster in both
figures. This is as it should be, because rotation does not alter the relationships among the variables. If the items were drawn on one transparent sheet and the factors on another, you could rotate the sheet with
the items from the position shown in Figure 6.10 to the position shown
in Figure 6.11 relative to the factors. (The fact that the horizontal and
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Figure 6.11 Items plotted by loadings on two factors after rotation
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vertical axes have slightly different scales because of the imprecision of
how SAS displays the plots may make the distances of the clusters
from the origin seem less similar in the two figures than they actually
are numerically.) In fact, rotation actually reorients the factors, but
rather than displaying the factor axes at odd angles, the post-rotation
plot essentially rotates the item locations clockwise rather than rotating
the axes counter-clockwise.
Having rotated the factors, it is now possible to interpret each of
them by looking at what the items achieving high loadings on each of
the factors have in common. The items composing the first factor all
concern proximity to sidelines, and those composing the second concern
proximity to goal lines. Thus, we might interpret Factor 1 as concerning
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Proximity to Sidelines and Factor 2 as Proximity to Goal Lines. Rotation has
allowed us to group the items in a way that made it easier to recognize
the common attribute shared by the items within each group.
In summary, the most important points about factor rotation that
these examples illustrate are as follows: (a) Knowing the correct number of factors (when there is more than a single factor), while essential,
does not reveal the nature of those factors. The initial factor extraction
process addresses only the number of factors needed, not the nature of
those factors in any substantive sense. (b) In the absence of rotation of
multiple factors, any meaningful and interpretable pattern among the
items may be obscured. The initial solution ignores item content, and
the item groupings based on unrotated factors will typically reveal little about the items. The depiction of the pillars as viewed from a disadvantageous and then an advantageous perspective illustrated this
point. (c) Any analytic solution comprising the correct number of factors can specify the relationships among the items (or, if we depict
them spatially, the locations of the items relative to one another) as well
as any other. North-south and east-west axes work just as well as goalto-goal and sideline-to-sideline axes for locating any position on the
field. (d) The purpose of factor rotation is to find a particular orientation for the reference axes that helps us understand items in their simplest terms. That is achieved when most of what an item is about can
be explained using as few variables as possible—ideally, only one.
(e) The rotated factor pattern can facilitate determining what the items
within a factor have in common and thus inferring what the underlying causal factor is that determines how the items are answered. The
two sets of items regarding the location of the ball carrier in a football
game were distinctly different. One set concerned only proximity to the
sidelines, while the other concerned only proximity to the goal lines.
We can infer, at least provisionally, that perceptions of proximity to
those different borders of the football field determined how respondents evaluated the two sets of items. Of course, additional validation
information would be needed to support this inference.

Orthogonal Versus Oblique Rotation

All the examples thus far have been based on reference lines that
are perpendicular to one another. This corresponds with factors that
are statistically independent of one another (i.e., uncorrelated). Such
factors are described as orthogonal. Location along one line provides no
information regarding information along another when the two are
perpendicular. For example, knowing how far north someone is gives
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no indication of how far west they are, because those two directions are
orthogonal to each other. Similarly, knowing how far a player is from
the goal line gives no indication of proximity to the sideline.
It is possible, however, to allow factors to be correlated and, consequently, for the axes that represent them graphically to be nonperpendicular. Suppose, for example, that we chose to specify locations on the
football field depicted in Figure 6.9 using a line running from end
zone to end zone as one axis and a line running due east and west as
the other. Moving in a westerly direction also means moving toward
one of the end zones. That is, one cannot move directly east or west
without changing one’s distance from the goal lines. The two dimensions are correlated to some degree.
Factor rotation can likewise allow reference axes (and the factors to
which they correspond) to be correlated and, thus, not be spatially
perpendicular. Such a rotation is referred to as oblique rather than
orthogonal. Oblique rotation may be useful when the underlying latent
variables are believed to correlate somewhat with one another. The
goal of simple structure requires items that can be meaningfully classified with respect to only a single category. That is, each item should be
“about” only one thing and, thus, load on only one factor. If the variables are somewhat correlated but the factors representing them are
forced to be totally independent because of constraints imposed by the
factor analytic method, it may be impossible to achieve this goal. That
is, more than one factor may be associated with some or all of the items
because of the correlation between the factors; we are limited in our
ability to approximate simple structure (see Figure 6.12).
If “Conscientiousness” and “Dependability” are truly correlated,
to return to the earlier coworker-characteristics example, then an item
about one is likely to share some variance with the other as well. People who are more conscientious will also be somewhat more dependable (to a greater or lesser degree depending on the strength of the
correlation between the two attributes). Forcing an orthogonal solution
on data reflecting these two variables will make it very hard for an item
to load strongly on one variable and weakly on the other. If, however,
the two factors are allowed to be somewhat correlated, the circumstance is roughly analogous to the following reasoning: “Conscientiousness” and “Dependability” are understood to correlate with each other. This
fact has been dealt with by allowing the factors to correlate. Now, that aside,
to which of these factors is the item in question most strongly related? If the
axes representing the “Conscientiousness” factor and the “Dependability” factor are not forced to be perpendicular, then as scores increase on
one of the variables, some degree of concomitant increase in the other
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Figure 6.12 Two-factor model with factors allowed to correlate

A
B

te

C

Factor 1

bu

D

Factor 2

tri

E

is

F

,o

H

rd

G

po

st

I

D

o

no

tc

op

y,

can be accommodated. If reality dictates that an item substantially
influenced by “Conscientiousness” is also influenced by “Dependability,” allowing the factors representing those constructs to correlate can
more accurately accommodate that reality. An item that is strongly
related to “Conscientiousness” but mildly related to “Dependability”
may be able to load strongly on the first of those factors and weakly on
the second if the factors are not constrained to statistical independence.
In a sense, the fact that this item has some causal influence arising from
“Dependability” is accommodated by allowing the two factors to correlate with each other. This provides an indirect causal path from
“Dependability” to the item through “Conscientiousness” (see
Figure 6.13), thus removing the need for the item to correlate directly
with “Dependability” and consequently cross load on both factors.
What is lost when factors are rotated obliquely is the elegance and
simplicity of uncorrelated dimensions. One nice feature of uncorrelated factors is that their combined effects are the simple sum of their
separate effects. The amount of information in a specific item’s value
that one factor explains can be added to the information that another
factor explains to arrive at the total amount of information explained
by the two factors jointly. With oblique factors, this is not the case.
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Figure 6.13  Because of the correlations between the factors, Factor 1
influences Item A both directly (dark, solid pathway) and
indirectly (lighter, dashed pathway)
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Because they are correlated, there is redundancy in the information
contained in the two factors. For an item related to both “Conscientiousness” and “Dependability,” the amount of variation explained by
those two factors together is less than the sum of the parts. Some, perhaps a great deal, of the information accounted for by one factor overlaps with the information accounted for by the other. A simple sum
would include the overlapping information twice, which would not
accurately reflect the total influence of the factors on that item.
Another complication of correlated factors is the added complexity
of the causal relationships between items and factors. When the factors
are independent, the only relationship between a factor and a specific
item is direct. Changes in the level of the factor will result in changes
in the item along a single, direct causal pathway. When factors
are correlated, however, this is not the case. If (as described earlier
when 
discussing an item influenced by “Conscientiousness” and
“Dependability”) both of two hypothetical factors influence Item A, for
example, and the factors are correlated, the factors exert an indirect as
well as a direct influence on A. That is, Factor 1 can influence Factor 2
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and, through Factor 2, indirectly affect Item A. This is in addition to the
direct effect of Factor 1 on that item.
Of course, by a parallel process, Factor B also can affect the item
not only directly but also indirectly through its relationship to Factor
A. The same sort of direct-plus-indirect influence of factors also may
apply to all other items. As a result, speaking of the relationship
between an item and a factor usually has to be qualified explicitly to
either include or exclude such indirect effects. Otherwise, there is
ambiguity and, thus, potential confusion.
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As a practical matter, the choice between orthogonal versus oblique
rotation should depend on one or more considerations. Among these is
how one views the concepts the factors represent. If theory strongly
suggests correlated concepts, it probably makes sense for the factor
analytic approach (specifically, rotation) to follow suit. Thus, if analyzing
items related to “Conscientiousness” and “Dependability,” allowing
factors to correlate would best fit our sense of what these concepts
imply. Alternatively, theory might suggest orthogonal factors. “Dependability” and “Fun,” for example, may be more independent and, thus,
might warrant an orthogonal solution. When theory does not provide
strong guidance, as when the scale under development represents concepts not previously studied, the magnitude of the correlations between
factors may serve as a guide. Specifically, an oblique rotation can be
specified and the resultant correlations among factors examined. If
these are quite small (e.g., less than .15), the data analyst might opt for
orthogonal rotation. This slightly compromises the approximation of
simple structure but results in a simpler model. For example, some
items may show secondary loadings (i.e., loadings on a factor other
than the one on which they load most strongly) that are slightly
increased relative to the oblique solution but still small enough to associate each item unambiguously with only one factor. Thus, loadings of
a particular item on three factors rotated to an oblique solution might
be .78, .16, and .05. When an orthogonal solution is chosen, the loadings
might be .77, .19, and .11. Although the second pattern departs slightly
more than the first from simple structure, the item in question can still
be linked unambiguously to the first factor. Thus, little has been sacrificed in opting for the simpler (i.e., orthogonal) model in this case. If the
factors are more substantially correlated, opting for the oblique solution might yield a substantial improvement in approximation to simple
structure. For example, a secondary loading of .40 obtained with an
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orthogonal rotation might diminish to .15 with an oblique solution.
This will not always be the case, however, and only examining the difference between the two rotation methods can definitively indicate
how much they differ in approximating simple structure.
A final practical issue concerns the magnitude of the correlation
between two factors and how large it needs to be before combining
them into one larger factor. There is no simple answer to this question
because the relationships of items to factors also need to be considered.
Under some circumstances, however, an oblique rotation may reveal
that even when two factors are highly correlated, some items have
substantial loadings on both. In that case, it might make good sense to
extract one fewer factor to see if the two that were highly correlated
factors merge into one. It might very well be, for example, that
real-world data would support a single factor combining items about
conscientiousness and dependability rather than separating them.
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BIFACTOR AND HIERARCHICAL FACTOR MODELS
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Virtually all of the scale development approaches discussed in this
book assume that the items making up a scale are unidimensional. Factor analysis is the tool of choice for identifying which potential candidate items will fit this assumption. Though the entire set of items in
which a researcher is interested may be multidimensional, if he or she
can identify subsets that are unidimensional, then each of those subsets
can be treated as a separate scale and the work of developing a
measurement instrument (or perhaps more accurately, a set of related
measurement instruments) can continue.
Prior to this point, our discussion of factor analysis has been about
the most common multidimensional factor analytic model, that is, a
model based on simple structure. Recall that I described simple structure
as existing when items each have a strong loading on one factor (which
I referred to as its primary factor) and weak loadings on all other (i.e.,
secondary) factors. Restated from the perspective of the factors rather
than the items, in simple structure, each factor is a strong determinant of
some of the items (i.e., those that we consider as making up that factor)
and a negligible determinant of the remaining items. We are about to
look at alternatives to simple-structure models, and some clarification is
in order first. The two models described in the following sections are,
once again, multidimensional (i.e., multifactorial) models, but the relationships between items and factors do not conform to simple structure
as previous models have. Compared to simple-structure approaches,
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these models represent a different way of thinking about factors in relation to items. As we shall see, for these models, items are influenced by
what we might call a global factor and a local factor. We will eventually
refine these terms to suit each of the models we discuss, but these general
terms will serve our purpose for the time being and will allow us to differentiate these models as a pair from those we have considered earlier.
Why do we need factor analytic models other than those based on
simple structure? Some item sets simply do not conform to simple
structure. They may manifest a large first (global) factor but also show
evidence of sets of items that tap into coherent, homogeneous subcomponents (local factors). That is, items seem to have dual membership,
in a first factor they all share and also in additional factors that subsets
of the items share. The question arises as to whether these items are in
any way unidimensional or inescapably multidimensional. In a strict
sense, they cannot be described as unidimensional based on the evidence that a simple-structure factor model will produce. Yet if somehow we could put that first, global factor aside, their relationships to
the local factors might look very much like latent variables defined by
subsets of items that appear to have simple structure and are thus unidimensional within subsets. But how can we get past the dual-identity
issue and get at that kernel of simple structure? The models I describe
here may provide a means. Reise, Moore, and Haviland (2010) provide
an excellent summary of these models, and I have drawn from their
insights extensively in what follows.
We will consider two types of non-simple-structure models. A
bifactor model specifies a general factor (the name for a global factor in
the context of bifactor models) that contributes variance to all items and
a set of uncorrelated, specific factors (the term for local factors within a
bifactor model) that contribute variance to subsets of items (see
Figure 6.14). Thus, in the example depicted, each item receives variance
from the general factor plus only one specific factor. With the bifactor
model, we have a configuration of variables that resembles unidimensionality at the level of the specific traits despite the presence of a
general trait. Were a conventional simple-structure factor analytic
approach taken to data that fit a bifactor model, items would tend to
cross-load on a first factor (capturing primarily the same latent variable
that the general factor does in the bifactor model) and one or more
specific traits. In this approach, accounting for the general factor essentially sets aside the variance shared by all of the items. What remains
are more limited sources of variance (the specific factors). Items within
each of those factors may demonstrate essential unidimensionality.
That is, each item may load strongly on only one specific factor, and
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Figure 6.14 Bifactor model

A
B

Specific
Factor 1

te

C

General
Factor

Specific
Factor 2

tri

E

is

F

rd

G

Specific
Factor 3

,o

H

bu

D

po

st

I

D

o

no

tc

op

y,

each of the specific factors may contain items that can easily be interpreted as representing distinct, coherent constructs.
Obviously, the bifactor model is suited to sets of items that have
both a global (i.e., general) and local (i.e., specific) latent variable exerting influence over them. This is also true of another factor analytic
approach that may seem similar at first blush, a hierarchical model. In a
hierarchical model (see Figure 6.15), a set of more local first-order factors fall under a global, or higher-order, factor that determines the latent
variables represented by the first-order factors. Although the discussion that follows assumes a model with only two tiers (i.e., multiple
first-order factors and a single higher-order factor), in theory the hierarchy could be extended with second-order factors as causes of firstorder factors, third-order as causes of second-order, and so forth.
Although the hierarchical and bifactor models may seem similar, in
that both involve global and local factors, there is an important conceptual difference. They imply different causalities. In the bifactor model,
each item value is determined directly by both a specific factor and the
general factor. In the hierarchical model, the more general higher-order
factor is a cause of the first-order factors, which in turn determine
the item values. The higher-order factor has no direct causal influence on
the item values, but rather all such influence is mediated by the
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Figure 6.15 Hierarchical model
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first-order factors (Reise et al., 2010). Thus, whereas individual items
are the indicators for the general factor in the bifactor model, in the
hierarchical model the first-order factors are the (latent) indicators of
the higher-order factor. For a hierarchical model of the sort depicted in
Figure 6.15, the analysis leading to the higher-order factor would
involve two conceptual steps: first obtaining appropriate scores factoranalytically for the first-order factors (e.g., for each first-order factor,
the average value of the scores that load on it) and then factor analyzing those first-order factor scores to obtain their loadings on the higherorder factor.
A couple of simplified examples, one for each of these new factor
analytic models, may make them clearer. We can consider what might
be an appropriate factor analytic model first for a set of athletic abilities
and then for sociopolitical views.
A person may have general athletic skills such as strength and agility. In addition, that person may have specific, practice-based skills
relevant to individual sports activities. These might include the ability
to throw a fastball across home plate, to kick a football through the
uprights, or to sink a basketball from midcourt. Those latter skills are
partially determined by general athletic ability but are also determined
to a considerable degree by practicing the specific skill. Thus, not
everyone with good strength and agility could necessarily throw
97 mile per hour fastballs that were consistently just inside the corner
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of the strike zone. So, if we had some measure of a wide set of specific
skills such as a person’s ability to throw fastball strikes, it might be best
to model the indicators corresponding to that skill set using a bifactor
model. Such a model would represent each skill as influenced by a
general athletic ability factor and a skill-specific practice factor. Thus,
values for the indicator for throwing fastball strikes would be influenced jointly by “general athletic ability” and “pitching practice.” Note
that the cause of “pitching practice,” the specific factor in this example,
is not the general factor, “athletic ability.” Rather, both of these factors
directly contribute to proficiency at throwing fastball pitches.
Figure 6.16 illustrates this. Items A, B, and C are directly caused by
both pitching practice and athletic ability. Moreover, after accounting
for general athletic ability, the items representing pitching practice are
essentially unidimensional and thus potentially suitable for combining
into a scale. In essence, the pitching items are a unidimensional set
nested within the broader model.
In other situations a hierarchical model would fit our data better
than a bifactor model. Let us now assume that the measurement problem we are facing is to identify a suitable factor model for a set of indicators of sociopolitical views. Items might ask respondents to indicate
how they feel about government spending policies, such as financial
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Figure 6.16 Bifactor model of athletic abilities
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support for poverty programs or small businesses, and how they view
personal-choice social issues such as gay marriage or gun ownership.
The broad spending policy and social issues categories each might
have several items representing specific instances of those variables.
An initial factor analysis of these various items might reveal two (firstorder) factors whose content suggests that one is tapping views on the
spending policies and the other is tapping beliefs about personal
choices. Moreover, although the results might indicate that these factors are clearly distinct, they may correlate with one another. The
researcher may conclude that, in addition to the two specific primary
factors, there is a higher-order causal factor such as “liberalism/
conservatism” that is determining respondents’ views on both spending policies and social issues. Thus, liberalism/conservativism is a
determinant of views regarding both spending policies and social
issues, and those two coherent views are the immediate determinants
of responses to the individual items. Note that liberalism/conservatism
is not a direct cause of responses to the items. For example, some individuals who identify as conservative or liberal more generally may
hold views on the specific issues under consideration that run counter
to the views of most liberals or conservatives. (A concrete example of
this is members of the notably conservative Reagan administration
who, after the attempted assassination of the president, did not share
the views of most conservatives regarding gun control.) When such is
the case, the more distal, secondary factor will not have a substantial
causal influence on responses to all of the individual items. That is, the
causal impact of the secondary factor on the item responses is mediated by the primary factor rather than being direct. The conceptual
ordering of these variables, with causality flowing from second-order
factor, to first-order factor, to items, fits a hierarchical factor analytic
model (see Figure 6.17).
The primary purpose of either a bifactor or hierarchical approach to
factor analysis is to unravel the inherent multidimensionality some data
possess and to identify clusters of items that are essentially unidimensional. The bifactor model is especially useful in this regard for the
many types of variables whose indicators tap both a more general and
multiple more specific constructs. The bifactor approach essentially
allows the investigator to set aside the general factor and then examine
the extent to which doing so produces unidimensional item groupings.
This solution, however, is not without complications and limitations. For example, the observed responses to items will still contain
variance from both the common and the specific factors. Thus, simple
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Figure 6.17 Hierarchical model of sociopolitical views
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assessments of reliability that do not account for the bifactor structure
will likely overestimate reliability. In fact, as Reise et al. (2010) point
out, more of the apparent reliability may arise from the common than
the specific factor, even for the items making up a specific factor. Thus,
reliability estimates must be chosen that accurately reflect the bifactor
structure of the data.
Also, as Reise et al. (2010) note, conventional factor analysis statistical packages intended for simple structure models do a poor job of
identifying the presence of a general factor accompanied by more
specific factors. Thus, researchers should use software expressly
intended for bifactor analysis (e.g., the Psych package within the
R data analytic environment) to explore data fitting that model (see
Reise et al., 2010, for further details on suitable software packages).
These analyses can be fairly complex and benefit from the researcher’s
experience and judgment. Many researchers who do not specialize in
psychometrics wisely may choose not to attempt running bifactor
analyses without expert guidance. Nonetheless, it is useful for all
researchers engaged in measurement to be aware of these extensions
of factor analysis—particularly the bifactor model—because they may
provide useful alternatives to simple-structure models for achieving
essential unidimensionality.
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INTERPRETING FACTORS
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In the example involving “Conscientiousness” and “Dependability”
items, we have assumed that we knew a priori exactly what the latent
variables were. Often, this is not the case, and then we will rely on the
factor analysis to give us clues regarding the nature of those latent
variables. This is done by examining the items that most strongly
exemplify each factor (i.e., that have the largest loadings on a particular
factor). The items with the highest loadings are the ones that are most
similar to the latent variable (and, thus, correlate most strongly). Therefore, they can provide a window into the nature of the factor in question.
This is most easily done when there are several items that clearly tap
one common variable with quite substantial loadings (e.g., greater
than .65) on the same factor. Returning to the example of characteristics
considered important in a coworker, if “smart,” “has a mind like a steel
trap,” “is well educated,” and perhaps one or two other items related
to intellectual capacity all loaded substantially on the same factor, with
no other items having large loadings on that factor, it would be fairly
easy to conclude that “Importance Ascribed to Intellect” or some
equivalent description was an apt label for that factor.
Although choosing a label for a factor may seem straightforward
in some cases, assigning a name is not the same as establishing validity.
Whether the item set continues to perform as the assigned name
implies will ultimately determine validity. When factors explain relatively little variance and have multiple, seemingly disparate items that
load comparably on them, the factor analyst should be especially cautious in interpretation. If the analysis yielded one factor with items that
seem dissimilar, it probably is best not to take the factor too seriously
as an indicator of a latent variable.
Another point worth remembering at the interpretation stage is
that a factor analysis can find the structure accounting for associations
only among the items analyzed—it will not necessarily reveal the
nature of phenomena per se. A researcher attempting to determine the
fundamental dimensions of personality, for example, could not obtain
an “Extroversion” factor if no items pertaining to extroversion were
included.
Sometimes, inclusion of a specific phrase can create a false appearance of a conceptually meaningful factor. When some statements are
worded in the first person and others are not, for example, that may
account for the pattern of associations observed. As an illustration,
consider the following hypothetical items:
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1. I like apples.
2. Oranges taste good.
3. I prefer apples to some other fruits.
4. There are many people who like oranges.
5. I enjoy an apple every now and then.

bu

7. I find the crispness of apples appealing.
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6. Oranges generally have a pleasant fragrance.
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8. A fresh orange can be a tasty treat.
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Were the odd items to load on one factor and the even items on a
second factor, we would not know if the “I” wording of the odd items
was the cause of the two factors or if people were expressing differential attitudes toward the two types of fruit mentioned. Both explanations are plausible but confounded. This is a case where we may or
may not be comparing apples to oranges.
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PRINCIPAL COMPONENTS VERSUS COMMON FACTORS
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There are two broad classes of data analytic techniques that some
authors regard as fundamentally the same but others view as fundamentally different. These are factor analysis and principal components analysis. The term factor analysis is sometimes used to embrace
both techniques and at other times to describe one as opposed to the
other. The terms common factors and components are often used as a
less ambiguous way of referring specifically to the composites arising
from factor analysis and principal components analysis, respectively.
There is a basis for asserting both the similarity and the dissimilarity
of these methods.
Principal components analysis yields one or more composite variables that capture much of the information originally contained in a
larger set of items. The components, moreover, are defined as weighted
sums of the original items. That is, principal components are linear
transformations of the original variables. They are grounded in actual
data and are derived from the actual items. They are merely a reorganization of the information in the actual items.
Common factor analysis also yields one or more composite variables
that capture much of the information originally contained in a larger
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set of items. However, these composites represent hypothetical variables. Because they are hypothetical, all we can obtain are estimates of
these variables. A common factor is an idealized, imaginary construct
that presumably causes the items to be answered as they are; the nature
of the construct is inferred by examining how it affects certain items.
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The above descriptions highlight some differences between components and factors. One of those differences is that factors represent
idealized, hypothetical variables we estimate whereas components are
alternative forms of the original items with their information combined. The idea behind extracting common factors is that we can
remove variance from each item that is not shared with any of the other
items. From the perspective of factor analysis, as was the case with reliability, unshared variation is essentially error. Thus, the combinations
we arrive at in extracting common factors are estimates of hypothetical,
error-free, underlying variables. It is in this sense that common factors
are idealized—they are estimates of what an error-free variable determining a set of items might look like. Furthermore, factors determine
how items are answered, whereas components are defined by how items
are answered. Thus, in principal components analysis, the components are
end products of the items, and the actual scores obtained on items
determine the nature of the components. In common factor analysis,
however, we invoke the concept of an idealized hypothetical variable
that is the cause of the item scores. A factor is an estimate of that hypothetical variable and represents a cause, not an effect, of item scores.
What about the similarities? There are several.
First, the computational difference between the two is minor.
Remember, in common factor analysis, the goal is to estimate an idealized, error-free variable. But we must generate this estimate from the
actual data. As we have noted, factor analytic methods generally are
based on a correlation matrix representing all the associations among
the items to be factored. Back in Chapter 3, I pointed out that all the
off-diagonal values in a covariance or correlation matrix represent only
shared, or communal, variance. As I pointed out then, a correlation
matrix is simply a standardized version of a variance-covariance
matrix. The correlations themselves are standardized covariances, and
the unities are standardized item variances. Each standardized item
variance represents all the variability, both shared and unique, that an
item manifests. To create an idealized, error-free variable, the unique
portion of variance contained in the item variances along the main

Copyright ©2017 by SAGE Publications, Inc.
This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.

Chapter 6

Factor Analysis 195

st

,o

rd

is

tri

bu

te

diagonal of the correlation matrix must be purged. More specifically,
each unity must be replaced by a communality estimate, a value less than
1.0 that approximates only a given variable’s shared variation with
other variables included in the factor analysis. For example, if we estimated that a particular variable shared 45% of its total variation with
other items in the correlation matrix, we would assign it a communality estimate of .45 and place that value in the matrix, replacing the 1.0
that represented the item’s total variance. We would do this for every
variable, replacing each unity with a communality estimate. (Often,
communality estimates are obtained by regressing the variable in question on all the remaining variables so as to obtain the squared multiple
correlation, R2, which serves as the estimate.) This purging process creates an altered correlation matrix that is used for extracting common
factors rather than components, as shown in Table 6.1.
Substituting communality estimates for unities is the only computational difference separating the extraction of common factors from
the extraction of principal components.
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Table 6.1 Correlation Matrices for Principal Components Analysis and
Common Factor Analysis

1.0

.30
1.0

Note: The correlation matrix at the top, which is used for principal components analysis,
retains unities in the main diagonal. The correlation matrix at the bottom, which is used
for common factor analysis, has communality estimates, rather than unities, along the
main diagonal.

Copyright ©2017 by SAGE Publications, Inc.
This work may not be reproduced or distributed in any form or by any means without express written permission of the publisher.

196 SCALE DEVELOPMENT: THEORY AND APPLICATIONS

D

o

no

tc

op

y,

po

st

,o

rd

is

tri

bu

te

What about the cause versus effect issue? We obtain both factors
and components by analyzing scores on observed items. As the explanation of communality estimates demonstrates, empirical relationships
among the items ultimately are the foundation for common factors.
This, of course, is also true for components. So, computationally, both
are grounded in empirical data. Furthermore, most data analysts conceptualize both components and common factors as ways of understanding the variables underlying a set of items. That is, both
components and factors are customarily thought of as revealing the
cause for observed scores on a set of items. Components analysis and
factor analysis, in fact, are often used interchangeably; under most circumstances in which items have something meaningful in common,
the different methods support the same conclusions. In many factor
analytic routines (such as PROC FACTOR in the SAS statistical package), principal components analysis is the default. That is, unities are
retained in the correlation matrix unless communalities are specified.
So, while there are both technical similarities and differences between
the two, the distinctions between them are often overlooked with few
if any adverse consequences.
One important difference, however, is the nature of the variance
explained by components versus factors. The former account for a
specified portion of the total variance among the original variables,
whereas the latter account for the shared or common variance. Reducing
the diagonal values of the correlation matrix, as one does when extracting common factors, reduces both the numerator and the denominator
of the ratio expressing proportion of variance. But it reduces the
denominator to a greater degree because of the specific calculations
involved in computing the relevant variances. As a result, the proportion of variance explained by a set of comparable components and factors will not be equal or conceptually equivalent. Factors will explain a
larger proportion of a more restricted variance (i.e., shared variance),
while components will explain a smaller proportion of total variance.
When discussing factor analytic results and reporting the proportion of
variance explained by the factors, it is critical to be clear about what
type of analysis (components or common factors) and, thus, what type
of variance (shared or total) is being explained.
Another difference worth noting is that, in some statistical packages, some of the output obtained from the extraction of common factors will appear nonsensical. In both types of analysis, the cumulative
amount of variance explained will mount as each successive factor/
component is extracted. With common factors, this proportion often
exceeds 1.0 at some point, continues to rise as successive factors are
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considered, and then, as if by magic, returns to a value of precisely 1.0
as the kth (i.e., last possible) factor is extracted. Although this looks
strange, it is simply an artifact of the computation method and can be
ignored. If the data analyst has used reasonable criteria for deciding
how many factors to extract, the number chosen will typically precede
the point in the extraction sequence where this anomaly arises. It is
possible, however, for the selected number of factors to explain virtually all (i.e., 100%) the shared variance among the original items.
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Another bifurcation of factor analytic methods differentiates between
exploratory and confirmatory techniques. These terms originally
referred to the intent of the data analyst rather than the computational
method. Thus, the same analysis might be used on the same set of
items either to determine what their underlying structure is (exploratory) or to confirm a particular pattern of relationships predicted on
the basis of theory or previous analytic results (confirmatory). With
increasing frequency, these terms are now used to differentiate between
different types of analytic tools rather than different research objectives. When people use the term confirmatory factor analysis, they are
often talking about methods based on structural equation modeling
(SEM). Although these methods should be used in a confirmatory
rather than exploratory fashion, standard factor analytic techniques
can be used for either. Thus, “confirmatory” does not necessarily
equate to SEM-based.
The SEM-based methods, however, offer some real benefits over
traditional factor analytic methods in certain situations. These benefits
arise because the SEM models are extremely flexible. Conditions that
are assumed by traditional factoring methods, such as independence of
the item error terms from one another, can be selectively altered in
SEM-based approaches. Also, traditional methods for the most part
constrain the data analyst either to allowing factors to correlate
with one another or requiring that all be independent of one another.
SEM-based approaches can mix correlated and uncorrelated factors if
theory indicates such a model applies.
SEM-based approaches also can provide a statistical criterion for
evaluating how well the real data fit the specified model. Used judiciously, this can be an asset. Sometimes, however, it can lead to overfactoring. Extracting more factors often improves a model’s fit. Applying
a strictly statistical criterion may obscure the fact that some statistically
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significant factors may account for uninterestingly small proportions of
variance. Especially in the early stages of instrument development, this
may be contrary to the goals of the investigator who is concerned with
finding the smallest number of most information-laden factors rather
than accounting for the maximum amount of variance possible.
Another double-edged sword in SEM-based approaches is the
common practice of testing alternative models and comparing how
they fit the data. Again, used prudently, this can be a valuable tool.
Conversely, used carelessly, it can result in model specifications that
may make little theoretical sense but result in statistically better model
fit. As an example, removing the constraint that item errors be uncorrelated with one another might yield quite small values for the correlations, but the model might still statistically outperform a constrained
model. One researcher may decide to ignore the small correlations in
favor of a simpler model, while another is persuaded by a statistical
criterion to reject the more parsimonious alternative. As another example, a model that separates two distinct but highly correlated factors
(perhaps like “Conscientiousness” and “Dependability”) might fit better than one that combines the two. If the correlation between them is
very high, the decision to keep them separate may seem arbitrary. For
example, a correlation of, say, .85 between two indicators of the same
construct would usually be considered good evidence of their equivalence. But a model that specified separate factors that correlated with
each other at .85 might fit the data better than a model that combined
the two into a single factor.
These comments are not intended to suggest that SEM-based
approaches to confirmatory factor analysis are bad. The advent of these
methods has made enormous contributions to understanding a variety
of measurement issues. I am suggesting, however, that the inherent
flexibility of these approaches creates more opportunities for making
poor decisions, particularly when the data analyst is not familiar with
these methods. With the possible exception of principal components
analysis (in which factors are linear combinations of the items), no factoring method produces a uniquely correct solution. These methods
merely produce plausible solutions, of which there may be many. There
is no guarantee that a more complex model that statistically outperforms a simpler alternative is a more accurate reflection of reality. It
may or it may not be. With all factor analytic approaches, common
sense is needed to make the best decisions. The analyses are merely
guides to the decision-making process and evidence in support of
those decisions. They should not, in my judgment, entirely replace
investigator decision making. Also, it is important that the basis for
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decisions, statistical or otherwise, be described accurately in published
reports of confirmatory factor analysis.
One last note on this subject: Researchers in some areas of inquiry
(e.g., personality research) consider obtaining consistent results from
traditional factoring methods as stronger confirmatory evidence than
demonstrating good model fit according to a statistical criterion. For
example, Saucier and Goldberg (1996) state that, “because exploratory
factor analysis provides a more rigorous replication test than confirmatory analysis, the former technique may often be preferred to the latter”
(p. 35). The reasoning is that if data from different samples of individuals on different occasions produce essentially identical factor analytic
results using exploratory approaches, the likelihood of those results
being a recurring quirk is quite small. Remember that, in SEM-based
approaches to this same situation, the data analyst specifies the anticipated relationships among variables and the computer program determines if such a model can be reconciled with the empirical data. In
other words, the computer is given a heavy hint as to how things
should turn out. In contrast, rediscovering a prior factor structure without recourse to such hints, as may happen with repeated exploratory
analyses, can be very persuasive.
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The following example should make some of the concepts discussed in
this chapter more concrete. Some colleagues and I (DeVellis et al., 1993)
developed a scale assessing parents’ beliefs about who or what influences their children’s health. Although the full scale has 30 items and
assesses several aspects of these beliefs, for this presentation, I will
discuss only 12 of the items:

D

o

A. I have the ability to influence my child’s well-being.
B. Whether my child avoids injury is just a matter of luck.

C. Luck plays a big part in determining how healthy my child is.
D. I can do a lot to prevent my child from getting hurt.
E. I can do a lot to prevent my child from getting sick.
F. Whether my child avoids sickness is just a matter of luck.
G. The things I do at home with my child are an important part of
my child’s well-being.
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H. My child’s safety depends on me.
I. I can do a lot to help my child stay well.
J. My child’s good health is largely a matter of good fortune.
K. I can do a lot to help my child be strong and healthy.

te

L. Whether my child stays healthy or gets sick is just a matter
of fate.
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These were administered to 396 parents, and the resultant data
were factor analyzed. The first objective of the factor analysis was to
determine how many factors there were underlying the items. SAS was
used to perform the factor analysis, and a scree plot was requested. A
scree plot similar to the type printed by SAS appears below (see
Figure 6.18). Note that 12 factors (i.e., as many as the number of items)
are plotted; however, 2 of those are located on the initial portion of the
plot and the remainder form the scree running along its bottom. This
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Figure 6.18 A scree plot from factor analysis of selected items
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strongly suggests that 2 factors account for much of the variation
among the items.
Having determined how many factors to retain, we reran the program specifying two factors and Varimax (orthogonal) rotation. Had
we failed to approximate simple structure, we might have performed
an oblique rotation to improve the fit between items and factors. However, in this case, the simpler orthogonal rotation yielded meaningful
item groupings and strong, unambiguous loadings. This is evident
from the table of factor loadings, shown in Table 6.2. Each row contains
the loadings of a given item on the two factors. An option available
in SAS has reordered the items in the table so that those with high
loadings on each factor are grouped together.
In this table, factor loadings greater than .50 have been underlined.
Each factor is defined by the items that load most heavily on it (i.e.,
those underlined). By referring to the content of those items, one can
discern the nature of the latent variable that each factor represents. In
this case, all the items loading strongly on Factor 1 concern the parent
as an influence over whether a child remains safe and healthy. Those

po

Table 6.2 Item Loadings on Two Factors

Rotated Factor Pattern
Factor 2

2.78612

2.22093

2.74807

2.18546

Item D

2.71880

2.02282

Item E

2.65897

2.15802

Item G

2.65814

2.01909

Item A

2.59749

2.14053

Item H

2.51857

2.07419

Item F

2.09218

2.82181

Item J

2.10873

2.78587

Item C

2.07773

2.75370

Item L

2.17298

2.73783

Item B

2.11609

2.63583
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loading primarily on Factor 2, on the other hand, concern the influence
of luck or fate on the child’s health.
These two homogeneous item sets can be examined further. For
example, alpha could be computed for each grouping. Computing
alpha on these item groupings using SAS yields the information shown
in Table 6.3. Both scales have acceptable alpha reliability coefficients.
Note that the SAS CORR procedure calculates alpha for unstandardized and standardized items. The latter calculation is equivalent to
using the correlation-based alpha formula. For both scales, these two
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Table 6.3 Coefficient Alphas for All Items and for All k – 1 Combinations
of Items for Two Different Sets of Items

rd

Cronbach’s Coefficient Alpha for RAW variables: .796472;
for STANDARDIZED variables: .802006
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for RAW variables: .811162; for STANDARDIZED variables: .811781
Raw Variables

Std. Variables

Deleted
Variable

Correlation
With Total

Alpha

Correlation
With Total

Alpha

ITEM F

.684085

.748385

.682663

.749534

ITEM C

.596210

.775578

.594180

.776819

ITEM J

.636829

.762590

.639360

.763036

ITEM L

.593667

.776669

.592234

.777405

ITEM B

.491460

.806544

.493448

.806449
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methods of computing alpha yield quite similar values. Note also that
for neither scale would alpha increase by dropping any item. Alphas
nearly as high as those obtained for the full scales result from dropping
one item (i.e., Item H from Scale 1 and Item B from Scale 2). However,
retaining these items provides a bit of additional insurance that the
reliability will not drop below acceptable levels on a new sample and
does not increase the scales’ lengths substantially.
All the caveats applicable to scales in general at this point in their
development are applicable to factor analytically derived scales. For
example, it is very important to replicate the scales’ reliability using an
independent sample. In fact, it probably would be useful to replicate
the whole factor analytic process on an independent sample to demonstrate that the results obtained were not a one-time chance occurrence.
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The likelihood of a factor structure replicating is at least partially a
function of the sample size used in the original analysis. In general,
the factor pattern that emerges from a large-sample factor analysis
will be more stable than that emerging from a smaller sample. Inevitably, the question arises, “How large is large enough?” This is difficult to answer (e.g., MacCallum, Widaman, Zhang, & Hong, 1999). As
with many other statistical procedures, both the relative (i.e., to the
number of variables analyzed) and the absolute number of subjects
should be considered, but factors such as item communalities also
play a role (MacCallum et al., 1999). The larger the number of items to
be factored and the larger the number of factors anticipated, the more
subjects should be included in the analysis. It is tempting, based on
this fact, to seek a standard ratio of subjects to items. However, as the
sample gets progressively larger, the ratio of subjects to items often
can diminish. For a 20-item factor analysis, 100 subjects would probably be too few, but for a 90-item factor analysis, 400 might be adequate. Tinsley and Tinsley (1987) suggest a ratio of about 5 to 10
subjects per item up to about 300 subjects. They suggest that when the
sample is as large as 300, the ratio can be relaxed. In the same paper,
they cite another set of guidelines, attributed to Comrey (1973), that
classifies a sample of 100 as poor, 200 as fair, 300 as good, 500 as very
good, and 1,000 as excellent. Comrey (1988) stated that a sample size
of 200 is adequate in most cases of ordinary factor analysis that
involve no more than 40 items. Although the relationship of sample
size to the validity of factor analytic solutions is more complex than
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these rules of thumb indicate, they will probably serve investigators
well in most circumstances.
It is certainly not uncommon to see factor analyses used in scale
development based on more modest samples (e.g., 150 subjects). However, the point is well taken that larger samples increase the generalizability of the conclusions reached by means of factor analysis. Of
course, replicating a factor analytic solution on a separate sample may
be the best means of demonstrating its generalizability.
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CONCLUSION
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Factor analysis is an essential tool in scale development. It allows the
data analyst to determine the number of factors underlying a set of
items so that procedures such as computing Cronbach’s alpha can be
performed correctly. In addition, it can provide us with insights into
the nature of the latent variables underlying our items.
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EXERCISES
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1. Explain the concept of simple structure and how it relates to selecting
items for inclusion in a scale.

tc
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2. Parallel analysis is a statistically based method for determining how many
factors or principal components to retain. Briefly describe how this method
determines which factors or components to retain.
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3. Assume that a set of variables is initially analyzed by extracting common
factors, and the results reveal a substantial first factor and several smaller
factors. Moreover, each of the items loads on both the first factor and one
of the lesser factors. The investigator would like to construct a set of scales
from these items but is troubled by the pattern of loadings that this initial
analysis reveals. What alternative-factor analytic method might be used to
determine whether the items can be construed as belonging to a set of
relatively unidimensional groupings?
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